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Abstract

Erlendur S. Thorsteinsson. Hybrid Approaches to Combinatorial Optimi-
sation.

The last several years have seen an increasing interest in combining the
models and methods of constraint programming with those of optimisation.
The main objective for integrating Constraint Logic Programming (CLP)
and Mixed Integer Programming (MIP) is to take advantage of both the
inference through constraint propagation and the (continuous) relaxations
through Linear Programming (LP). Integration of the two was initially im-
peded by their di�erent cultural origins. The advantages of merger, however,
are rapidly overcoming this barrier.

The key decisions to be made for integrating are (a) the model(s), (b) the
inference, (c) the relaxations, and, (d) the search and branching strategies
to use. In this proposal it is advocated to model speci�cally for a hybrid
solver, having part of the model operated on by CLP inference and part of
the model constituting an LP relaxation.

We propose mixed global constraints spanning both discrete and continuous
variables to bridge the gap between CLP and MIP, providing inference as
well as information for search strategies. Inference comes as cutting planes
and domains reductions for CLP and MIP respectively. We also examine
a hybrid CLP�MIP Benders decomposition scheme whose main di�erence
from classical Benders is that the subproblem is handled by constraint sat-
isfaction techniques. In both cases the focus will be on modelling and how
a rethinking of our modelling traditions is necessary to achieve the greatest
bene�t of such an integration.

In addition to a general framework for integration, speci�c constraints and
structures are studied, variable subscripts and piecewise linear functions.
Computational experiments show the bene�t and potential of a hybrid
scheme.

This proposal also summarises the papers on which this proposal is based
that are found in the appendix.

Erlendur S. Thorsteinsson, Graduate School of Industrial Administration,
Carnegie Mellon University, Schenly Park, Pittsburgh PA 15213, U.S.A.

c Erlendur S. Þorsteinsson 2000
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Chapter 1

Introduction

This chapter introduces the objects of study in this proposal: Constraint

(Logic) Programming (CLP) and Mixed Integer Programming (MIP), and

their basic components: Search, inference, strengthening and relaxation.

We present mixed global constraints as the basis for the integration of CLP

and MIP, which build on top of a hybrid framework, Mixed Logical/Linear

Programming (MLLP); and a software system that was implemented to

test the ideas presented. We also examine a hybrid CLP�MIP Benders de-

composition scheme whose main di�erence from classical Benders is that

the subproblem is handled by constraint satisfaction techniques. The fo-

cus will be on modelling and how a rethinking of our modelling traditions

is necessary to achieve the greatest bene�t of such an integration. This

chapter also summarises the papers in this proposal that are found in the

appendix.

1.1 INTRODUCTION

Modelling and solving decision problems is an important part of most areas

of science and industry. Many decision problems can be cast as feasibility

problems where the goal is to �nd a solution to a situation satisfying a set of

requirements, or as optimisation problems where the goal is to �nd the best

such solution given some criteria on what makes one solution better than an-

other. Examples of such problems include machine scheduling, airline crew

scheduling, dynamic scheduling, transportation, vehicle routing, travelling

salesman, facility location, production planning, facility layout, chemical

process design, capital budgeting, portfolio management, frequency alloca-

tion, etc.
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An interesting subclass of optimisation problems are combinatorial optimi-

sation problems [79, 115, 129, 171], where there are some discrete choices or

decisions to be made along with continuous decisions. An example of this

might be the discrete choice of which one of a group of dissimilar machines

to use to manufacture a certain product (e.g., based on di�erent speeds,

costs and capacity) and the continuous choice of how much to manufacture

(e.g., based on capacity and demand). As this example illustrates, most

often the possible values of the continuous elements are controlled by the

discrete choices.

1.1.1 Introduction to OR and CS/AI

Combinatorial optimisation problems have been widely studied over the

years. We are going to take a closer look at the approaches two di�erent

groups or communities of researchers took in modelling and solving these

kinds of problems.

Operations Research (OR) bases its approach to combinatorial optimisation

on Linear Programming (LP) where problems are formalised as linear in-

equalities on continuous variables with a linear objective function [36, 41].

Mixed Integer Programming (MIP) builds on LP by enhancing it to rep-

resent the discrete choices as integrality requirements on some of the vari-

ables [115, 171].

A distinguishing characteristic of MIP is the easily acquired continuous

relaxation that is obtained by replacing the integrality requirements with

the corresponding upper and lower bounds. The resulting LP can be easily

solved in polynomial time and is used to guide the search, as it provides

points in the solution space around which the search can be concentrated.

Computer Science (CS) and Arti�cial Intelligence (AI) take a very di�erent

approach with Constraint Logic Programming (CLP), basing it on Con-

straint Propagation (CP); logical inference using domain reduction rules [110,

158, 161].

Traditionally, CLP programs are feasibility problems rather than optimisa-

tion problems. Classical examples of CLP programs are, e.g., the N -queens

problem, where N queens should be placed on an N�N chessboard so that

no queen can capture another queen; and the map colouring problem, where

the goal is to colour di�erent regions on a map with a limited number of
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colours, such that adjacent regions have di�erent colours. These kinds of

problems are more accurately known as Constraint Satisfaction Problems

(CSP).

There is, however, of course only a super�cial di�erence between seeking

a feasible solution and an optimal solution. An algorithm that �nds a

feasible solution can be turned into an optimisation algorithm by imposing

a bound on the objective function. Anytime a feasible solution is found, the

bound is updated, and when no more feasible solutions are found, the last

feasible solutions is the optimal one. The objective function though plays a

very important role in MIP, as it is normally rather dense (many non-zero

variables) compared to the rest of the constraints that are normally quite

sparse. Normally it is di�cult to propagate dense constraints or ine�ective.

It should be noted that although both �elds employ many heuristics and

heuristics are used in various places in the system that was built to test

the ideas presented here, this proposal does not deal with the integration

of local search with CLP and MIP. There is some other recent work in that

area, on the integration of local search and CLP [1, 49, 130, 131, 152] and

the integration of local search and MIP [1, 75].

1.1.2 Modelling

It can be di�cult to tell if a modelling framework dictates the solution

techniques used or vice versa. Certainly, a case can be made that a modelling

framework is a certain way because that is what the appropriate solvers can

handle. For example, inequality constraints are ubiquitous in MIP not only

because they are useful for problem formulation, but because those are

(usually) the only kind of constraints that MIP solvers can deal with. A

newcomer to the �eld (be it MIP or CLP) would, however, probably be

introduced to the modelling framework before the solution techniques, and

the argument above can be turned around: The solvers only have to be able

to deal with the kind of constructs used in the corresponding modelling

framework. This proposal deals to a great extent with modelling aspects of

hybrid optimisation and thus we are going to start by taking a look at the

modelling traditions of MIP and CLP.

Modelling in MIP: As mentioned above, inequality constraints are ubiq-

uitous in MIP. Its historical popularity has been possible only because of
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George Dantzig's discovery that its restricted vocabulary, or more accu-

rately the vocabulary of LP, is surprisingly versatile in applications [41].

MIP builds on top of LP by adding the option of integrality requirements.

A MIP can therefore be written as

min cx

s.t. Ax � b;

l � x � u;

xi 2 Di; i 2 I;

where Di is a set of the form fli; li+1; : : : ; ui�1; uig, I represents a subset

of the variables and the upper and lower bounds can include �1.

It is easy to think of situations where, e.g., it is only meaningful to make

integral quantities of some resource and although such obvious applications

occur, they are not common. In fact, in practise it is often enough to simply

use regular LP and round o� the optimal solution to the nearest integer.

The input data in an industrial application is not correct anyway so it serves

no purpose to search for the true integer optimum.

Most commonly, discrete variables in MIP are 0�1 variables, representing

yes/no, on/o� or true/false choices (decision variables) or are linked to some

of the continuous variables (state indicator variables).

A classical example of a 0�1 Program is the TSP problem. A salesperson

wants to visit a set E of cities, every city exactly once, such that the cost

of the tour is minimised. Let cij be the cost of going directly from i to j

and let xij = 1 if the tour goes directly from i to j, 0 otherwise. Then the

problem can be written as follows:

min
X

cijxij

s.t.
X
i

xij = 1; 8j (1.1)

X
j

xij = 1; 8i (1.2)

X
(i;j)2S

xij � jSj � 1; 8S � E (1.3)

xij 2 f0; 1g; 8(i; j)
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Equations (1.1)�(1.2) are the degree constraints, ensuring that exactly one

edge of the tour enters and exactly one leaves each node (city), and eq. (1.3)

are the subtour elimination constraints, ensuring that the edges selected

represent a Hamiltonian tour.

A variety of logical conditions between 0�1 variables choices, such as _

(or), ^ (and), : (not), ) (if : : : then) and , (if and only if), can be

imposed using linear constraints [169]. Nonetheless MIP programmers are

becoming more aware of the limitations of inequality-based modelling. This

may be due primarily to the recent commercial success of CLP and its richer

modelling resources, mainly global constraints.

There is one example of global constraints in MIP, Special Ordered Sets

(SOS). This constraint comes in two �avours: SOS-1, which is a set of vari-

ables within which exactly one variable must be non-zero, and SOS-2, which

is a set of variables within which two variables can be non-zero but they

must be adjacent in the ordering. These conditions can be modelled using

linear inequalities but there is great computational advantage to be gained

from treating those restrictions algorithmically [14, 50, 169]. Examples of

where the SOS conditions might be useful include depot siting, where a de-

pot can be built at only one of a number of possible positions (SOS-1), and

in piecewise linear optimisation, where each piece can be modelled as the

convex combination of its endpoints (SOS-2). Piecewise linear optimisation

will be examined more closely in Paper III.

Modelling in CLP: At its core, CLP relies on indomain constraints and

domain reduction rules. CLP systems, however, permit not only such logi-

cal constructions as disjunctions and implications [110, 161, 163], but they

include high-level global constraints, such as alldifferent [142, 161] and

cumulative (scheduling constraints) [2, 32], and other highly useful predi-

cates that are not used in a MIP programming environment [2, 17, 34, 163].

Variables need not even have numerical values and they can appear in sub-

scripts. If CLP and MIP models for the some common problems are studied,

a clear pattern emerges. Where MIP uses 0�1 variables for some decision

and cijxij in the objective function, CLP will use general integer variables yi

and the variables subscript ciyi to look up the coe�cient [24, 43, 147, 153].

The coe�cient lookup is then handled by a global constraint, the element

constraint.
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The power of this modelling framework is dramatically illustrated by the

TSP problem, which requires exponentially many constraints in its most

popular MIP formulation (eq. (1.3) above). In CLP it can be written with

a single circuit constraint, if variable subscripts are permitted in the ob-

jective function:

min
X

cjyj

s.t. circuitfy1; : : : ; yng; (1.4)

where yj represents the city in the tour after city j.

1.1.3 Solving

The basic components we are working with are:

Search: Search is the systematic exploration of a space of possible solu-

tions. A search algorithm is said to be sound if it produces correct solutions,

and complete if it is guaranteed to �nd a solution if it exists or report a lack

of solution otherwise.

For combinatorial optimisation, most complete algorithms are based on tree

search, that is, they implicitly de�ne a tree where internal nodes correspond

to partial solutions, branches are choices partitioning the search space, and

leaf nodes are complete solutions. In CLP, the branching is combined with

inference aimed at reducing the amount of choices needed to explore. In

MIP, the branching is intertwined with a relaxation that eliminates the

exploration of nodes for which the relaxation is infeasible or worse than the

best solution found so far.

Within the class of tree-based search algorithms there exist numerous vari-

ations. Classically, one identi�es three choices to make in each step; what

node to continue exploring, what variable to branch on and what value or

set of values to restrict it to. In CLP, depth-�rst search is most often em-

ployed. The fail-�rst principle chooses the variable with minimum domain

and then the branches are explored by sorting them using the min-con�ict

heuristic [159]. In MIP, the best-bound node heuristics selects the node

with the most promising relaxation value, and most-fractional selects the

variable closest to a half [171].

In addition to tree search, there are various schemes of incomplete search,

such as neighbourhood search and genetic algorithms. These iterative proce-
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dures maintain one or more complete solutions which are gradually improved

by minor changes. These algorithms usually scale better than tree search on

di�cult problems, but they run the risk of getting stuck in a local optima

and can therefore not guarantee to ever �nd the globally best solution.

Relaxations: A relaxation of a problem enlarges the set of feasible solu-

tions. Assuming minimisation, since there more solutions to the relaxation

then the original problem, the relaxation provides a lower bound on the true

optimum value. One measure of how good a relaxation is, is how close this

bound is to the true optimum .

The relaxation also provides guidance to the search, in that it provides a

point in space around which the search can be centred. This is utilised in

the traditional MIP branch-and-bound search, which branches on fractional

values violating the integrality requirements, thus exploring regions close to

the relaxation optimum. Another measure of the quality of the relaxation

is how close its solution is to the solution of the original problem.

To be useful the relaxation should be much faster to solve to optimality

than the original problem, as it is normally solved repeatedly throughout

the search tree. The structure of its feasible solutions should also resem-

ble the original problem as closely as possible to provide strong bounds.

Branching on inconsistencies, such as fractional values, is of use when the

relaxation is tight and conforms closely to the original problem, since then

the inconsistencies are few and easy to resolve with enumeration.

The most common and most readily available MIP relaxation technique is

to relax the integrality requirements into bounds, turning the MIP into an

LP. The success of this approach relies on the e�cient LP systems that have

been developed [46, 100, 102]. Other approaches have been examined, e.g.,

using elementary inequalities to relax logical disjunctions [15] and projecting

the continuous relaxation onto the original continuous variables [93].

CLP does not make much use of relaxations. Some implementations of

global constraints [2, 17] utilise discrete relaxations for bounding. As an ex-

ample, preemptive scheduling is a relaxation of non-preemptive scheduling,

and can be used as for bounding. It is not common, however, in CLP that

relaxations are solved to assign values to variables, which means that the
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relaxation is not used as a guidance for the search as is common practise in

MIP.

Inference: An inference method attempts to derive implications from a set

of constraints. Inference occurs in various forms in algorithms for combi-

natorial optimisation, but in general, inference strengthens the problem by

adding valid constraints and thus reduces the search space.

Inference in CLP and MIP have di�erent forms, which is largely due to

the underlying solution technologies, constraint propagation versus linear

programming.

In CLP, inference strengthens the problem by reducing domains, i.e., by

adding indomain constraints to the constraint store. It has traditionally

focused on feasibility, where the constraint propagation removes only infea-

sible elements from domains, as opposed to sub-optimal ones.

Inference in MIP is usually optimisation oriented, e.g., by eliminating re-

gions of the polytope by adding cutting planes focused around the optimal

solution to the relaxation. Note that this is more indirect usage of infer-

ence, as the primary purpose of the cutting planes is often to strengthen

the linear relaxation for better bounding and better guidance to the search,

rather than to strengthen the formulation of the problem itself.

Although inference in CLP has been developed more systematically with

notions of consistency, complexity of propagation algorithms and �x-point

loops, inference also plays a big role in MIP. In addition to cutting planes,

logical preprocessing that eliminates variables and/or strengthens constraints

can be regarded as a form of inference [149]. Decomposition methods, such

as Benders, Lagrangian and Dantzig-Wolfe, can also to a large extent be

viewed as methods based on inference.

Solving a MIP: A MIP is solved by tree search, where each node represents

a partial �xing of the discrete variables. At each node, a relaxation is formed

by turning the integrality requirements into bounds, turning the subproblem

into an LP. The LP is solved and if the solution is not suboptimal then

descendant nodes are formed by branching on the fractional relaxation value

of a discrete variable. The SOS conditions, the only global constraints in

MIP, are handled separately from the linear inequalities. Cutting planes are

used, mostly to improve the relaxation. They are usually only added at the
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root but sometimes also during the search in a branch-and-cut scheme [10].

Most often the cutting planes are problem speci�c. Other logical inference

is in the form of pre-processing, i.e., logical inference performed at the root

node.

Solving a CLP: In CLP, the process starts with the entire solution space.

Infeasible values are then removed through constraint propagation that aims

at achieving constraint consistency. Constraint propagation is interleaved

with branching search. This can be likened to MIP pre-processing except

that it is performed at every node. Structure is preserved using global

constraints that also embed structure speci�c propagation.

1.1.4 �The Real World�

In MIP, the underlying linear form is historically a natural part of the

solution process. This very restricted form of problem representation has

also permeated the higher levels of problem formalisation and modelling.

MIP uses, e.g., 0�1 variables extensively. The 0�1 variables specify the

available decision choices (often exhaustively) and the associated constraints

encode, in linear form, the decisions that have to be made. The decisions

are then implicitly enforced through the branching on the values of the 0�1

variables.

MIP modelling takes place within a fully declarative modelling language,

such as AMPL [64, 65], GAMS [28, 29] or MPL [111]. The modeller can

state the model without describing the solution procedure, and the model

can be passed to any number of solvers without modi�cation. Higher level

modelling languages will often provide global constructs or simpli�ed syntax

to aid in the modelling process, such as if then : : : else : : : endif; various

sum, vector and set membership operators; set cover; piecewise linear func-

tions; etc. [28, 65, 111]. In the end, however, the higher level model will be

passed to a matrix generator and only the matrix is passed to the solver.

Thus, at the time the model is compiled all the higher level constructs must

be resolved, e.g., all if-statements must be determined/decided since a MIP

solver can not process them during the search. Extensions have been pro-

posed to AMPL [63] that incorporate modelling devices from CLP but it

does not address the issue of how solvers might cooperate, be integrated or

extended.
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The lack of high level modelling constructs in MIP for disjunctions and

combinatorial constraints makes the process of modelling harder and more

error-prone. In addition, and more importantly, much of the problem struc-

ture is lost before the problem reaches the solver algorithms. To do some-

thing more intelligent than basic branch-and-bound the solver has to recover

the structure of the problem, despite the fact that the structure was already

known to the modeller, or assume what the structure of the model was.

Furthermore, the black-box structure of MIP solvers that is common in OR

does not permit �exible, problem-speci�c search strategies to be de�ned.

This is most probably due to the fact that OR grew out of the applied

mathematics community rather than computer science. In order to control

the search in detail, modelling languages can not be used, but the user must

resort to writing a custom application using the solver's callable library.

Even then only a few solvers, such as XPRESS-MP [46], o�er call-backs

from the nodes in the search tree so that the branch-and-bound search can

be tailored via custom-made node, variable and value selection rules.

In comparison, CLP has had more in�uence from computer science and pro-

gramming language design than from mathematics. This has a�ected not

only solution strategies, but also the interface and modelling practises. Con-

straint programming systems traditionally lack a modelling language front

end. Rather, they are integrated in some general programming language

(such as C++ or Prolog). A wider range of global constraints are available

and the user can de�ne new ones in various ways. Also, search strategies

are both more supported and exploited in CLP. Customised problem-speci�c

search procedures are common and often necessary.

However, CLP models expressed within programming languages such as

C++ or Prolog are sometimes not as syntactically clear and concise as

those written in an algebraic modelling language. Although the actual CLP

model typically have fewer variables and constraints than the corresponding

MIP model, lack of concise modelling constructs such as forall statements

and index sets force the user to resort to the underlying primitives of the

programming language. This introduces an unnecessary level of complexity,

especially for a novice modeller or programmer.

A recently available modelling system, ILOG OPL, uses both CLP (ILOG

Solver) and LP (ILOG Planner) solvers [162]. OPL allows formulations that
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mix discrete and continuous variables and constraints, although the inter-

action between the two are limited (the links are only one-to-one mappings

of variables). There are also higher level modelling constructs but some

are merely syntactic sugar for an LP or MIP structure, resolved at compile

time. Problem dependant search strategies can be speci�ed as a part of the

model.

1.1.5 Similarities in MIP and CLP

Although MIP and CLP have been developed separately in di�erent com-

munities, to a certain extent similar or even equivalent techniques have been

developed in both �elds.

Branching strategies are what immediately seem most alike. For example,

reduced costs and estimated pseudo-costs are used in MIP to select the

variable to branch on according to the expected minimum degradation in

relaxation value, so as to minimise the risk or estimated risk [46, 102].

The max-regret heuristic in CLP also chooses a variable and a value so as

to minimise the risk, usually measured as the di�erence between the best

value choice for a variable and the second best [33, 34, 58]. Reduced costs

can be used to estimate regret within CLP and hybrid frameworks [58, 156].

Cutting planes in MIP serve a similar purpose as redundant constraints in

CLP. Cutting planes strengthen the relaxation and redundant constraints

improve the propagation, which are underlying solution techniques of MIP

and CLP, respectively. Some modelling practises, such as symmetry elimi-

nation, are also common to both MIP and CLP.

Using nogoods is well known in CLP. They identify infeasible combinations

of values during the search and are used to avoid searching similar regions

again. Each nogood typically not only excludes the infeasible combination

of values found, but many other similar combinations. There are some

similarities between nogoods in CLP and Benders decomposition in MIP.
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1.2 PREVIOUS WORK

1.2.1 Literature review

Here we present research in the area of hybrid CLP�MIP optimisation. We

begin with papers dealing with comparison of CLP and MIP and then turn

to combination or integration approaches.

Comparisons of CLP and MIP: In [44], CLP and MIP is applied to a set

of real-world manufacturing assignment problems. A detailed description is

given of the di�erences of the models and how the search tree are a�ected by

those di�erences. The CLP formulation is found to be closer to the structure

of the problem which makes it easier to �nd and apply search heuristics and

redundant constraints. The paper also discusses and illustrates on a few

examples how CLP could be integrated with MIP.

In [43] this investigation is expanded and three more problems added for

study. The new problems are a golf scheduling problems which bears sim-

ilarities with the progressive party problem (see below), a crew scheduling

problem which in essence is a set partitioning problem, and �nally a �ow

aggregation problem. The results of the experiments con�rm some of the

previous acclaimed properties of the techniques. The golf scheduling prob-

lem is highly constrained, with an awkward MIP formulation with many

variables and a weak linear relaxation. The opposite is true for the crew

scheduling problem, which is solved easily using MIP.

The above research is based on [42] where CLP is described for an OR

audience, and compared with MIP.

A well studied example is the progressive party problem [153]. This problem

is a quite clear case when the limited vocabulary of MIP force a very large

and weak relaxation. In comparison, CLP has a more compact model where

variables have a more direct mapping to the original problem decisions. This

problem has also been studied in [66, 95, 104, 164, 165].

A short comparison of CLP and MIP is in [166] and a cluster of articles on

CLP and MIP is in [170].

Modelling: In CLP, modelling has traditionally been done within a pro-

gramming language. This is powerful, but not always as concise and clear

as with an algebraic modelling language. In [12] it is shown that the basic
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functionality of algebraic modelling languages can be realised in a CLP lan-

guage. In MIP, algebraic modelling languages are common [65, 28, 45, 111].

A recent algebraicmodelling system, OPL, invokes both CLP and MIP [162].

Combination and Integration: This proposal is to large extent based on the

framework of Mixed Logical/Linear Programming (MLLP). Earlier work on

the MLLP framework is described in Hooker, and Hooker and Osorio [89,

95]. A more detailed treatment of the MLLP framework is in Sec. 1.2.2.

Several other integration attempts have been made. In [21] the idea of

coupling CLP and MIP solvers with bounds propagation and �xed variables

is explored. In [147], CLP is used along with LP relaxations in a single search

tree to prune domains and establish bounds.

The techniques of communicating bounds, constraint propagation followed

by solving an LP and backtracking on infeasibility have become standard in

hybrid branch-and-bound frameworks. Furthermore, tighter LP relaxations

can sometimes be accomplished if the LP relaxation of a symbolic constraint

is dynamically rewritten upon domain changes. In [140] a scheme called tight

cooperation is proposed that accomplishes this.

In [24] a very nice framework for combining CLP and MIP is proposed, in

which several approaches to integration are possible. There it is investigated

how symbolic constraints can be incorporated into MIP much as cutting

planes are, and also shown how a linear system of inequalities can be used

in CLP by incorporating it as a symbolic constraint.

There are also approaches where the CLP and MIP models are not merged.

In [88] a scheme is proposed where two di�erent models are solved separately

in two synchronised search trees. The two models are linked by variables,

which provide communication of information between the solvers. In [147]

the CLP model is shadowed by an MIP model.

Jain and Grossmann, and Harjunkoski, Jain and Grossmann present a

scheme in [87, 103] where the problem is decomposed into two sub-parts,

one handled by MIP and the other by CLP. This is demonstrated using

a multi-machine scheduling problem where the assignment of tasks to ma-

chines is modelled as an IP and the sequencing of the tasks on the assigned

machines is handled using CLP. The search scheme is an iterative procedure

where the assignment problem is �rst solved to optimality, identifying which
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machine to use for each task, and then a CLP feasibility problem is solved

trying to sequence according to this assignment. If the sequencing fails,

cutting planes are added to the MIP problem to forbid this (and subsumed)

assignments and the process is iterated. This approach has many similari-

ties to Benders decomposition [18, 73]. More details on this approach are

in Sec.1.4.

A two phase procedure is described in [82], where CLP is used for �nding

a good feasible initial solution to a �eet assignment problem which is then

used to �warm-start� a traditional branch-and-bound MIP solver.

Extensions: Some research has been aimed at incorporating better support

for global constraints and logic in MIP, and using MIP techniques in CLP.

In [83, 84] it is shown how dis-equalities (x 6= y) can be handled more

e�ciently in MIP solvers. Furthermore, they give a linear modelling of the

alldifferent constraint. How to express logical relationships using 0�1

variables is a well studied problem [81, 112, 167, 168, 169]. Logic based

methods for optimisation are discussed in [92].

Many schemes for logic-based branching in MIP are a step towards CLP.

An interesting example is specially ordered sets (SOS) variables [14, 50],

where special instances of cardinality constraints are maintained implicitly

in the search instead of explicitly being part of the linear inequalities.

In OR a wide range of applications has been developed for speci�c problems,

such as scheduling [4, 30, 31]. The integration of these algorithms, along

with graph algorithms from applied discrete mathematics, is widespread in

CLP. These algorithms are encapsulated in global constraints [11, 137], and

appear in applications such as scheduling [32, 33, 117], routing [34] and

allocation and packing [2, 17, 122, 142]. A classi�cation scheme of global

constraints is presented in [16].

The reduced costs of a relaxation have long been used in OR for strength-

ening of bounds. A line of research uses the reduced costs of an assignment

subproblem for propagation in a CLP framework [58, 59, 60, 62]. In this

approach the propagation in these constraints now becomes optimisation-

oriented, i.e., not only infeasible elements are removed from domains, but

also suboptimal ones.
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Computational Studies of Hybrid Solvers: There is a quite large body of

evidence that a hybrid CLP�MIP approaches and logic-based extensions to

IP can bring both modelling and algorithmic advantages. It includes com-

putational studies involving chemical process design [138, 160], distillation

network design [78, 95, 139], truss structure design [25], machine schedul-

ing [88, 103], scheduling with resource constraints [133], highly combinato-

rial scheduling [95, 147], dynamic scheduling [53], production planning and

transportation with piecewise linear functions [124, 140], warehouse loca-

tion [24, 162], travelling salesman problem with time windows [60], hoist

scheduling [146], maintenance scheduling of power plants [80] and problems

with specially ordered sets [50].

Other Hybrid Approaches: CLP and MIP are not the only techniques which

have been integrated. Two other directions have recently also gained a lot of

interest, the the combination of CLP and local search and combining CLP

with genetic algorithms. This is discussed in more detail in Sec. 1.4.7.

1.2.2 Mixed Logical/Linear Programming

The framework of Mixed Logical/Linear Programming (MLLP) proposed

by Hooker, and Hooker and Osorio in [89, 95] serves as the starting point

and basis for the �rst part of the present study. MLLP assumes that an LP

solver and a branching mechanism are available. Its constraints are written

as conditional statements of the form D ) C, where the antecedent D is a

constraint involving discrete variables and the consequent C is a system of

linear inequalities. This conditional structure relates to a branching algo-

rithm in a natural way. At each node of the branching tree, the values of the

discrete variables may be �xed or restricted in such a way as to satisfy some

of the antecedents D. The corresponding consequents C form the constraint

set of an LP that is passed to the LP solver. Checking whether partially

determined discrete variables satisfy the antecedents is an inference prob-

lem that can be attacked with constraint propagation and domain reduction

methods developed within the CSP and CLP communities. The MLLP lan-

guage architecture not only provides the useful modelling devices associated

with constraint satisfaction but captures continuous and discrete elements

in a way that appears convenient for a wide range of problems [95, 96].
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More formally, MLLP writes constraints in the form of conditionals that

link the discrete and continuous elements of the problem. A model has the

form

min cx

s.t. hi(y)! Aix � bi; i 2 I; (1.5)

x 2 Rn; y 2 D;

where y is a vector of discrete variables and x a vector of continuous vari-

ables. The antecedents hi(y) of the conditionals are constraints that can be

treated with CP techniques. The consequents are linear inequality systems

that can be inserted into an LP relaxation.

A linear constraint set Ax � b which is enforced unconditionally may be so

written for convenience, with the understanding that it can always be put

in the conditional form T ! Ax � b. Similarly, an unconditional discrete

constraint h can be formally represented with the conditional :h ! (0x =

1).

The absence of discrete variables from the objective function will be useful

algorithmically. Costs that depend on discrete variables can be represented

with conditional constraints. For example, the objective function
P

j cjxj ,

where xj 2 f0; 1g, can be written
P

j zj with constraints (xj = 1)! (zj =

cj) and zj � 0 for all j.

The framework we propose has mixed global constraints, in addition to

the low level conditional constraints, i.e., global constraints spanning the

discrete and continuous variables. Constraints of that sort can in principle

be written in the more primitive form (1.5) by adding su�ciently many

conditional constraints. For example, the constraint z �
P

j cjyj can be

written z �
P

j zj , if the following constraints are added to the model

(yj = k)! (zj = cjk); all j; k 2 f1; : : : ng;

where each yj 2 f1; : : : ; ng. It is preferable, however, for the solver to

process mixed global constraints directly for computational e�ciency as is

clearly demonstrated in Papers III, IV and V.

The Solution Algorithm: An MLLP problem is solved by branching on the

discrete variables. The conditionals assign roles to CP and LP: CP is applied
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to the discrete constraints to reduce the search and help determine when

partial assignments satisfy the antecedents. At each node of the branching

tree, an LP solver minimises cx subject to the inequalitiesAix � bi for which

hi(y) is determined to be true. This delayed posting of inequalities leads to

small and lean LP problems that can be solved e�ciently. A feasible solution

is obtained when the truth value of every antecedent is determined, and the

LP solver �nds an optimal solution subject to the enforced inequalities.

More precisely, the algorithm conducts a tree search by branching on values

of the discrete variables yj . When branching on yj , the algorithm de�nes

each branch by restricting the domain of yj to a di�erent subset �Dj of the

original domain Dj . yj is �xed to a particular value when Dj is restricted

to a singleton.

Each node of the tree is processed in two steps. First, a checker determines,

for each antecedent hi(y) whether the restricted domains �Dj satis�es it,

violates it, or neither. The domains satisfy hi(y) when all y 2 �D1� : : :� �Dn

satisfy hi(y), and the opposite for violation. Suppose for example that
�D1 = f1; 2g and �D2 = f1; 2; 3g. These domains satisfy y1 + y2 � 2, violate

y1 + y2 � 6, and neither satisfy nor violate y1 + y2 � 4. A constraint is

determined by the domains if they either satisfy or violate it. The checker

must be correct, in that it does not determine a constraint to be satis�ed or

violated unless it really is. It may, however, be incomplete, meaning that it

may fail to recognise that a constraint is satis�ed or violated. When all the

yj 's have been �xed, however, the checker should be complete.

The second step is to use the LP solver to minimise the objective function

cx subject to a set L of linear constraints. L is the union of all enforced

constraint sets Li(x; y), i.e., constraint sets Li(x; y) that are satis�ed by the

domains �Dj and such that the values of all variable constants, subscripts

and index sets in Li(x; y) are determined by the domains.

A feasible solution is found when each hi(y) and each enforced constraint

set Li(x; y) is determined, and the solver obtains a feasible solution. In this

event, the yj 's may be assigned any consistent value in their domains, and

x may be assigned the optimal solution obtained by the LP solver, in order

to obtain a feasible solution (x; y). The choice of y does not a�ect the value

of the objective function because y does not occur there, but the values

selected must satisfy the satisfaction problem speci�ed by the satis�ed and
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violated hi(y). When a feasible solution is found or the solver �nds no

feasible solution for the LP subproblem, the search backtracks. Otherwise

it continues to branch. The algorithm is described in more detail in [96].

1.3 THIS WORK

1.3.1 Summary

The �rst part of this proposal, the �rst approach to hybrid modelling and

solving, builds on the framework of MLLP. The basic components of CLP

and MIP, search, inference, strengthening and relaxation, are identi�ed and

their role and interplay examined. Relaxations are important for bounding

and they also play a role in guiding the search. By de�nition, a relaxation

is easily solved and although the solution may not be feasible, it identi�es a

region of the search space that is promising. Inference assist in the solution

process by directly reducing search space through constraint propagation

and also indirectly by strengthening the relaxation through cutting planes.

We then propose that modelling and solving a problem are necessarily inte-

grated activities, which requires a rethinking of current modelling practises.

Our approach is based on the idea that structure identi�ed while modelling

the problem should be preserved and passed intact to the solver, using global

constraints. Each global constraint should encapsulate what is known, both

in CLP and MIP, about the structure it represents, e.g., by providing struc-

ture speci�c domain reduction rules, a relaxation and cutting plane gen-

erators. Speci�c examples are studied, e.g., continuous variable subscripts

and piecewise linear functions. To �t into the MLLP framework, a global

constraint should be equivalent to a set of conditional constraints, but the

solver should be able to process global constraints directly for computational

e�ciency.

The inference in MLLP is enhanced. MLLP provides a natural path for

inference from the discrete elements to the continuous elements through its

conditional constraints, but bidirectional inference is necessary to harness

the full potential of integration. To this end, we propose nogoods and back-

propagation and also show how classical MIP techniques, such as reduced

cost �xing, can be used within global constraints. We also study various

search strategies and extend the modelling language so that the search strat-

egy becomes a part of the model.
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Finally, we present global constraints as the basis for a closer integration of

CLP and MIP and show how the work of several research groups is captured

within that framework. We also demonstrate how global constraints are not

only building blocks of the model but also correspond to software compo-

nents in a hybrid CLP�MIP system. We coin the term Object Oriented

Modelling and Solving for this type of hybrid approach.

A hybrid modeller/solver system based on the ideas above was implemented

and used in computational comparisons against pure CLP and pure MIP

approaches, and also compared against ILOG OPL. Very favourable results

were obtained. We explain the system brie�y, both the modelling language

and also the operation of the solver.

1.3.2 Paper I: A Scheme for Unifying Optimisation and Con-

straint Satisfaction Methods [99]

CLP and MIP share the same basic components: Search, inference, strength-

ening and relaxation, despite having being developed in di�erent research

communities with di�erent emphasis.

In the last several years there has been increasing interest in combining the

models and methods of CLP with those of MIP. Still no generally accepted

principle or scheme has evolved for the merger of CLP and MIP. The purpose

here is to propose such a scheme for unifying the solution methods of the

two �elds, by exploiting two dualities: The duality of search vs. inference

and the duality of strengthening vs. relaxation.

Branching algorithms provide an example of the search/inference duality

at work. During the branching process, one can generate inferences in the

form of cutting planes (as in optimisation) or constraint propagation to

achieve domain reduction (as in constraint satisfaction). The combination

of branching and inference is usually much more e�ective than either alone.

The strengthening/relaxationduality is also evident in branching algorithms.

When one branches on the possible values of a variable, the resulting sub-

problems are strengthenings of the original problem in the sense of a restric-

tion; they have an additional constraint that �xes the value of the variable

and therefore shrinks the feasible set. This strengthening is then relaxed

before being solved to optimality as a subproblem (at every node). Again
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enumeration of strengthenings is more e�ective when combined with relax-

ation of some kind.

The thesis of this paper is that because both constraint programming and

optimisation use problem-solving strategies based on the same dualities,

their methods can be naturally combined. Rather than employ optimisa-

tion methods exclusively or constraint satisfaction methods exclusively, one

can focus on the how these dualities can be exploited in a given problem

class. The resulting algorithm is likely to contain elements from both opti-

misation and constraint satisfaction, and perhaps new methods that belong

to neither.

This paper identi�es the fundamental principles of CLP and MIP and the

way they are traditionally used. There are various other ways to combine

the principles of search, inference, strengthening and relaxation that remain

unexplored.

A promising approach is to combine CLP's approach to inference with MIP's

approach to relaxation, by identifying a part of the problem that exhibits a

special structure, representing it as a global constraint and designing a re-

laxation for that global constraint. This is illustrated by demonstrating the

domain reduction rules and linear relaxation for variable subscripts on con-

tinuous variables (the element constraint). The idea of global constraints

is expanded on in Papers III and IV and �nally presented in Paper V as the

basis for the integration of CLP and MIP.

1.3.3 Paper II: On Integrating Constraint Propagation and Lin-

ear Programming for Combinatorial Optimisation [98]

The previous paper opened up various ways to combine search, inference,

strengthening and relaxation in an e�ort to combine CLP and MIP. This

paper takes a step in that direction by concentrating on Constraint Propaga-

tion (CP) as an inference tool and Linear Programming (LP) as a relaxation

tool.

The approaches taken so far in the integration of CP and LP are (a) to use

both the CLP and MIP models in parallel, and (b) to try to incorporate

one within the other. The more fundamental question of whether a new

modelling framework should be used has not yet been explored in any depth.
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In this paper we argue that the key to e�ective integration of CP and LP

lies in the design of the modelling language.

We propose a language in which conditional constraints indicate how CP and

LP can work together to solve the problem. These conditional constraints,

which link the discrete and continuous elements of the problem, are the

fundamental principle of the proposed framework, Mixed Logical/Linear

Programming (MLLP). This combines the succinctness of the CLP model

with the ability to create a relaxation from that portion of the MIP model

that has a useful relaxation. A multiple-machine scheduling problem is

then used as an example how the �good� part of the MIP relaxation can be

combined with constraint propagation

Solution techniques for MLLP are also presented in this paper, an important

step in going from generic concepts to concrete applications. This includes

a general description of the branching algorithm employed in MLLP and

also speci�c solutions techniques, such as the �rst linear relaxation of a

mixed global constraint (i.e., a global constraint over both the discrete and

continuous variables) and �rst ideas on bidirectional inference between the

discrete and continuous parts of the MLLP model.

This paper presents the linear relaxation for variable subscripts on contin-

uous variables (the mixed element constraint), which is re�ned in Paper I

and later extended in Paper IV. It is also shown how nogoods can be formed

at nodes in the search tree where the continuous relaxation is infeasible and

how feasible LP solutions can be extended to a complete solution by solving

a certain satis�ability problem. This latter techniques becomes known as

back-propagation in Paper III.

The conditional constraint automatically provides inference from the dis-

crete part to the continuous part and the back-propagation provides in-

ference in the opposite direction. These communication channels become

important when implementing a hybrid CLP�MIP system built on MLLP.

1.3.4 Paper III: Mixed Global Constraints and Inference in Hy-

brid CLP�IP Solvers [127]

This paper and the next focus more closely on the role of global con-

straints as a modelling tool and as a way to preserve structure in a hy-

brid modeller/solver framework. The need for global constraints, such as
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alldifferent and cumulative, has been recognised for quite some time in

CLP. One reason they were introduced in CLP is that they allow the mod-

eller to represent a problem in a more �natural� and compact manner, i.e.,

they extend the expressiveness of the modelling language. Also, they open

up the possibility to include structure speci�c propagation into a general

solver and are thus extremely important for the e�ciency of the solver. If a

global pattern is represented by many individual constraints, then standard

constraint propagation methods are likely to be ine�ective when applied

locally to each constraint. But a global constraint representing the same

pattern invokes a specialised domain reduction algorithm that exploits that

global pattern.

Mathematical programming has still not seen the advantage of global con-

straints to the same extent as CLP. Modelling languages for LP/MIP do

include some constructs to aid the modeller in writing compact and easy-to-

understand models. Those constructs, however, have to be transformed into

linear inequalities before being sent to an LP/MIP solver and the structural

information is lost in the process. Although the structure may be known to

the modeller it can not be communicated to the solver and the solver has to

�nd and recognise the structure on its own to be able to apply logical pro-

cessing to it, resulting in less e�cient solution algorithms than what would

have been possible.

It should be mentioned that existing optimisation solvers do identify some

types of structure, such as network �ow constraints. But they do so only

in a limited way, and thus much cutting plane technology goes unused in

commercial solvers because there is no suitable framework for identifying

when it applies. In any event it is ine�cient to obliterate structure, by

modelling with an atomistic vocabulary of inequalities and equations, only

to then try and rediscover it.

In a framework such as MLLP, mixed global constraints, global constraints

over both the discrete and continuous variables, serve both as a modelling

tool and as a way to exploit structure in the solution process. The condi-

tional constraint is the most basic mixed constraint in MLLP, and all other

mixed global constraints can be written as a set of conditional constraints,

analogous to global constraints in CLP, but improve the solution process by

improving the propagation. This is illustrated with mixed global constraint

for variable subscripts, disjunctions and piecewise linear functions.
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A second goal of this paper is to come up with a scheme for bidirectional

inference between the discrete and continuous parts of the MLLP model,

i.e., between the Finite Domain constraint store (FD store) and the Linear

Programming constraint store (LP store), and also to design more e�ective

search strategies for hybrid models. These two objectives are of course very

much related.

In MIP, the solution of the relaxation provides a complete labelling of the

variables, i.e., each variable, whether continuous or integer, has a value in

the solution to the relaxation. The bene�t of this is twofold; (a) variables

which require integral values might get integral values in the labelling �by

chance� or might be roundable by a heuristic to an integral value, and, (b)

if not, their fractional values provide valuable information for branching

strategies.

In a hybrid system like MLLP where the discrete and continuous variables

have been separated, discrete variables will not readily have values from

the relaxation since they are not a part of it. The relaxation and the

discrete variables are, however, connected through conditional and mixed

global constraints and this paper introduces an inference process called back-

propagation that extends a feasible LP solution to a complete solution by

solving a certain satis�ability problem.

This process, if it fails, also provides information needed to de�ne optimisa-

tion oriented branching strategies for MLLP. A discrete variable for which

a satisfying value can not found is an inconsistency that can be branched

on, similar to branching on fractional values in MIP.

The paper concludes with computational results for a production planning

problem with piecewise linear functions and variable subscripts that show

that MLLP outperforms MIP in �nding the optimal solution and is very

competitive with MIP in proving optimality.

1.3.5 Paper IV: Linear Relaxations and Reduced-Cost Based

Propagation of Continuous Variable Subscripts [156]

This paper continues examining global constraints and their role in hybrid

optimisation. The current topic can be seen as the merger of three lines of

research in hybrid techniques of CLP and MIP: Firstly we look at providing

automatic linearisations of mixed global constraints. The object of study
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here are linear terms with variable subscripts in the coe�cients. Secondly

we show how reduced-cost based inference can be applied to constraints

whose linearisation is a part of a larger LP relaxation. Finally, we show

how this �ts nicely into the MLLP framework.

Many industrial products come in di�erent con�gurations, aiming to closely

satisfy the needs of individual customers. In one class of such problems there

are components, each one of a set of possible types, and the aim is to �nd

a feasible con�guration with a type and quantity for each component that

optimises some criteria.

A part of this problem is a variant of variable subscripts. We show how

this substructure of the problem is modelled in classical CLP and MIP,

how it can be represented using a mixed global constraints in MLLP and

how that global constraint can automatically generate a strong linear re-

laxation that becomes a part of the continuous part of the model. We

also show how reduced-cost based propagation can be applied to that linear

relaxation and used for domain reduction on the global constraint. This

becomes yet another inference process, adding to and enhancing the regular

and mixed propagation processes, relaxations and back-propagation of the

hybrid solver. It also demonstrates how classical MIP techniques, in this

case cutting plane generation and reduced cost �xing, can be integrated into

a hybrid framework using global constraints.

Computational results show that the linear relaxation introduced is an in-

valuable tool and that the reduced cost propagation also contributes to an

e�cient solution. The hybrid MLLP approach is shown to out-perform both

pure CLP and MIP, and is able to solve instances larger than the other two

methods can handle.

1.3.6 Paper V: The Bene�ts of Global Constraints for the Inte-

gration of Constraint Programming and Integer Program-

ming [114]

The purpose of this paper is to summarise and illustrate the bene�ts of

global constraints as a basis for a closer integration of CLP and MIP. To

facilitate this discussion the paper begins with a short overview of modelling

and solving in CLP and MIP. We then argue the bene�ts of hybrid mod-
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elling with global constraints and illustrate this with a series of case studies,

relating the work of several research groups on hybrid optimisation.

The last decade has seen an increasing success in the combination of the

models and methods of CLP with those of MIP. Increasingly, techniques

from CLP are being applied within MIP frameworks, and vice versa. Ex-

amples of the latter include linear relaxations, Lagrangian relaxations, vari-

able �xing through reduced costs, and specialised graph algorithms, such as

matching and network �ow algorithms.

An important modelling technique from CLP used in these approaches are

(mixed) global constraints, as mentioned in Paper I and studied in Papers III

and IV. De-compositional modelling using these high-level abstractions

is largely unrecognised in MIP where most models are traditionally only

formalised in linear form.

In CLP, global constraints serve both declaratively as building blocks of the

problem statement and operationally as software components encapsulating

specialised pruning techniques. The paper coins the term Object Oriented

Modelling and Solving (OOMS) for this kind of modelling and solving and

uses the correspondence with Object Oriented Software Design and Devel-

opment to illustrate how a problem can be broken down structurally into

coherent pieces and �ltering algorithms provided for each part.

Historically in CLP, global constraints enable e�ective pruning on the basis

of feasibility reasoning; values are removed from domains if proven infeasible.

In optimisation problems when integrating CLP and MIP, global constraints

can also be used for optimality reasoning; values are removed from domains

if proven sub-optimal. Global constraints also play a very important role

in preserving structure and allowing improved inference and search to be

performed more e�ectively.

We believe this also holds true when adding relaxations, and this is illus-

trated in the paper on several examples: Reduced cost propagation and cut-

ting plane generation for a piecewise linear constraint, reduced cost propaga-

tion within the alldiff and path/cycle constraints using the MIP formu-

lation of the assignment problem, enhancing the propagation for the cycle

constraint using TSP subtour elimination cuts, and augmenting variable

subscripts and quanti�ed variable subscripts (element constraints) with

linear relaxations. Not only can MIP methods be incorporated within these
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constraint abstractions, but in several cases the relaxations can be made

sharper and more e�ective than in MIP solvers operating only on linear

formulations of the same problems.

1.3.7 Paper VI: A Modeling Interface to Non-Linear Program-

ming Solvers; An Instance: xMPS, the Extended MPS

Format [85]

The work in this paper does not build directly on MLLP framework, but

more on the experiences and insight gained while implementing and testing

the MLLP system.

There is a well established tradition on how to transfer LP and MIP prob-

lems between di�erent system, how algebraic modelling languages can gen-

erate a representation of a an LP/MIP problem that an LP/MIP solver will

understand and be able to work with. A part of the design and implementa-

tion of the MLLP system was to come up a interface so that the modelling

language could transfer the problem to the solver.

Such an interface has not been established for many other type of prob-

lems. An example are Non-Linear Programs (NLP). We present a Modeller-

Optimiser Interface (MOI) for general closed form NLPs, which can be used

to transfer NLPs in a clear and simple manner between optimisation com-

ponents in a distributed environment. We demonstrate how this interface

allows �rst order derivative information to be easily calculated on the op-

timiser's side, using automatic di�erentiation, thus separating the modeller

and the optimiser.

Previous approaches have generally assumed that either the modeller soft-

ware provided all derivative information, or that the non-linear functions

were provided as C-code. In the former case, the solver would not have any

global knowledge of the problem, it would only learn about the problem by

asking for values at certain points. In the latter case, the C-code would

be passed through a program that would di�erentiate it and output more

C-code that would return the derivative of the original code. Note that the

code would be actually di�erentiated, the functions that it represents would

not be di�erentiated directly.

We also show how the MOI interface directly corresponds to a �le format

for NLPs, the extended MPS format (xMPS). This format directly extends
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CLP solver

User application

MLLP modeller

CPLEX

LP solver

MLLP solver

Figure 1.1: MLLP hybrid modeller/solver system

the standard MPS �le format for LP and MIP problems s to include NLPs

and permits a standardised way of transferring benchmark problems.

1.3.8 �The Real World�

We have implemented a hybrid modeller/solver system based on the ideas

in this proposal and used for computational studies. Figure 1.1 shows the

three basic components of the system: A user application that is the front

end to the user, the MLLP modeller that parses and compiles the model and

the data, and the MLLP solver that solves the problem instance generated.

The dotted lines in Fig. 1.1 indicate an interface. The modeller has an

interface of commands that are used by the user application to load the

model and data �les, to set parameters, compile the model and data, start

the solution process and �nally to query about solution values. The solver

has an interface of functions that are used by the modeller to build a problem

instance based on the compiled model and data, to set parameters and

search strategy, solve the problem and �nally to print out solution values.

This system is implemented in Java, except for the LP solver backend, for
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which we use the CPLEX callable C-libraries. Within the MLLP-LP solver

is a Java$C bridge linking CPLEX to the rest of the system.

The MLLP modelling language: The style and syntax of the MLLP mod-

elling language is inspired by AMPL [65], though extended with mixed

global constraints, such as conditional, alldifferent, piecewise, element

and link. Some of these constraints appear directly in the model (e.g.,

alldifferent and piecewise) but others are compiled from special lan-

guage syntax (e.g., variable subscripts are compiled into element). Search

strategy can also be speci�ed as a part of the model.

We will use parts of the model from Paper IV as an example to illustrate

the MLLP modelling language. An MLLP model usually starts with set

and variable declarations:

set Components; # The components

set Types; # Type of each component

set Resources; # Resources

var T {t in Components} integer, := Types; # Types of components

var Qt {c in Components} integer, shadowed, <= 10; # Quant. of components

var R {r in Resources}; # Resource usage

The elements for the sets Components and Types will be speci�ed in a data

�le. The variable vector T ranges over the elements of the set Components

and each variable can take on values from the set Types, specifying the type

of each component. The variable vector Qt also ranges over the components.

Each variable has as implicit lower bound of 0 and an explicit upper bound

of 10. The integer keyword speci�es that these are discrete variables and the

shadowed keyword indicates that these variables should have shadow copies

in the LP, which is compiled into mixed global link constraints.

Following that are parameter declarations, values for which are supplied in

a data �le:

param a {r in Resources, c in Components, t in Types};

The objective function is speci�ed using the minimize or maximize keywords:

minimize resources integral: sum {r in Resource} R[r];
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The integral keyword speci�es that the objective function value is integral

in this case, which the solver may be able to take advantage of.

Constraints are speci�ed using the subject to keyword:

subject to usage: forall {r in Resources}

R[r] = sum {c in Components} (a[r,c,T[c]] � Qt[c]);

In mathematical notation this constraint would be

Rr =
X

c2Components

(ar;c;Tc �Qtc); 8r 2 Resources:

In this constraint the parameter a is subscripted by the variable Tc. This

is compiled into a mixed global element constraint that will look up the

appropriate value of a (based on the value of the variable Tc) during the

search.

The search statement speci�es the strategy that should be used:

search {

generate ordered by backfail value by best triple_on_lp

{c in Components} T[c]

{c in Components} Qt[c];

};

This says that the T variables have a higher priority over the Qt variables,

variables whose domain become empty during back-propagation should be

branched on �rst (backfail), domains should be branched on by splitting

them in three based on the LP solution (triple_on_lp), and the descendant

nodes should be fully propagated and tried in the order of most promising

�rst (best).

Solving an MLLP: The model �le is loaded into the modeller by using

the load problem.mllp command and the data included by using the in-

clude problem.data command. The problem is then solved using the solve

command.

Before solving, the modeller compiles the models, which consists of some

simple preprocessing and simpli�cation, processing direct mixed global con-

straint, and recognising shadowing and variables subscripts and creating

the corresponding link and element constraints. Linear inequalities are
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passed directly to the LP solver, other constraints are passed to the CLP

solver which in turn adds the consequents of the conditionals and the linear

relaxations of the global constraints to the LP.

As mentioned above, this system is implemented in Java, an object oriented

programming language. There is a direct correspondence between the ele-

ments of the modelling language and the classes of the solver. For example,

the piecewise constraint is implemented in Piecewise.java, the element

constraints are implemented in an hierarchy of Element<type>.java

classes, etc. This correspondence and modular approach to modelling and

solving is examined in Paper V and presented as the basis for a closer inte-

gration of CLP and MIP.

1.4 FUTURE WORK

The second part of this proposal, the second approach to hybrid modelling

and solving, builds on MIP's Benders decomposition. Classical Benders

decomposition exploits the fact that in some problems, �xing the values

of certain di�cult variables simpli�es the problem tremendously. By enu-

merating those di�cult variables, solving each resulting subproblem and

selecting the best subproblem solution found, the original problem can be

solved.

Benders' method [18] is slightly di�erent and more ingenious. It solves a

master problem to assign values to the di�cult variables. Each solution to

the subproblem then generates a Benders cut that is added to the master

problem before resolving it. Thus each solution to the master problem

must satisfy all the Benders cuts obtained so far, avoiding searching similar

regions of the solutions space again. This is similar to the role nogoods play

in CLP. A more detailed description of Benders decomposition can found

in [18, 73, 92].

Classical Benders decomposition applies if the problem can be written

min cx+ f(y)

s.t. Ax+ g(y) � b; (1.6)

x 2 Rn
+; y 2 D:
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If y� denotes the solution to the master problem then the subproblem is an

LP,

min cx+ f(y�)

s.t. Ax � b� g(y�); (1.7)

x 2 Rn
+;

which is easily solved.

1.4.1 Previous Work

Recently Jain and Grossmann, and Harjunkoski, Jain and Grossmann pro-

posed using a hybrid CLP�MIP decomposition method to �nd the least cost

schedule for processing a set of orders with release and due dates using a set

of dissimilar machines and to solve the trim-loss problem [87, 103]. They

describe the method using a hybrid CLP�MIP model for a class of MIP

problems in which only a subset of the variables appears in the objective

function. The problem decomposes into an optimisation problem that is

suitable for a MIP framework, i.e., has the variables that appear in the ob-

jective function and has a tight relaxation; and into a feasibility problem

that can be e�ciently solved by CLP techniques. The feasibility problem

is remodelled in CLP and the variables in the two problems are then linked

using equivalence relations.

The solution process then alternates between solving the optimisation prob-

lem and the resulting feasibility problems. If all the feasibility problems are

feasible then the solution is optimal, if not then cuts are added to the opti-

misation problem to exclude that solution and others similar to it.

This approach bears a striking resemblance to Benders decomposition. In

fact, in [92] it is shown how this problem can be written for Benders de-

composition.

1.4.2 The Capacitated Vehicle Routing Problem with TimeWin-

dows

We propose using a similar approach to the Capacitated Vehicle Routing

Problem with Time Windows (CVRPTW). The Vehicle Routing Problem

(VRP) is one of visiting a set of customers using a �eet of vehicles stationed
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at a central depot, respecting constraints on the vehicles, customers and

drivers. The goal is to produce a low cost routing plan, specifying for

each vehicle what customers they should visit and in what order. Cost is

generally proportional to the number of vehicles, the maximum time or the

total travel time.

A given quantity should be delivered to every customer (say, weight or

volume), usually di�erent for each customer, and each truck has some max-

imum capacity.

Each customer has an associated time window, outside which visits can not

be made. Also, the work period is limited, i.e., the vehicles can not leave

before a certain time and must have returned by a certain time.

Between each customer is a certain shortest path (measured in time, not

distance). We will assume that the time that takes to traverse this path,

the travel time, is independent of when the trip is made.

We also associate a service time with each customer, which is the time that

takes to perform the service required (make repairs or a delivery). The

service time is of course less than the length of the time window. Note that

early arrivals are allowed, i.e., the truck can arrive before the start of the

time window. In that case, however, it has to wait until the customer is

ready for the beginning of the service. In real life it may be possible to start

the service early, depending on the customer's current circumstances, but

that is not known beforehand.

All of the above conditions are quite natural in an industrial application,

such as goods delivery, home appliance repair, telephone or cable installa-

tion, etc.

In addition we may consider two types of customers, linehaul customers and

backhaul customers. Linehaul customers need things delivered but back-

haul customers need things picked up. This partition occurs frequently in

practise, e.g., in the grocery industry, where supermarkets are the linehaul

customers and grocery suppliers are the backhaul customers.

The problem thus calls for the determination of a set of routes such that

1. each vehicle performs exactly one route,
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2. for each route the total load associated with linehaul and backhaul

customers does not exceed, separately, the vehicle capacity,

3. routes containing only backhaul customers are not allowed,

4. in each route the backhaul customers, if any, are visited after all line-

haul customers,

5. service is performed within each customer's service window.

The precedence constraint 4 is motivated by the fact that in many practical

applications linehaul customers have a higher priority. Also, vehicles are

often loaded from the rear, making on-board re-arrangements di�cult or

even impossible to carry out at customer locations.

1.4.3 Modelling

We note that this problem decomposes. Given an assignment of trucks to

routes that observes requirements 1, 2 and 3, we have to sequence each

truck by solving a TSP with Time Windows [34, 60] that ful�ls 4 and 5 and

minimises our objective for each one.

If the objective is to minimise the number of trucks and we only have line-

haul customers, then the problem can be formulated in the following man-

ner. The optimisation problem is to �nd an assignment of the trucks to the

routes. Let yi be 1 if truck i is used, 0 otherwise. There is cost ci associated

with using truck i:

min
X
i2T

ciyi:

Every customer must be assigned to exactly one route, let xij equal 1 if

truck i is assigned to customer j, 0 otherwise:X
i2T

xij = 1; 8j 2 C:

If a truck is not used, then it can not be assigned to a route:

xij � yi; 8i 2 T; j 2 C:

The capacity Li of truck i can not be exceeded. Let wj be the weight to be

delivered to customer j: X
j2C

wjxij � Li; 8i 2 T:
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Given a solution to this problem, we then have the problem of sequencing

each truck, which can be done separately for each truck. Using the CLP

syntax of OPL [162] this problem can be modelled as follows. We declare

the truck to be unary resource, i.e., it can only be at one customer location

at a time. We declare the customers to be service tasks with sequence

dependant transition times. To account for the travel time from the depot

to the �rst customer and from the last customer back to the depot, we

declare two extra tasks for each truck with a service time dependant on the

truck (say, for loading in the morning and cleaning in the afternoon) and

add precedence constraints so that those will be the �rst and last tasks.

Let Ci denote the customers assigned to truck i. Then the problem for

each truck can be written as follows. The solution must be within the time

window:

taskj .start � startj ; taskj .start � endj � servicej ; 8j 2 Ci:

taskj .end � startj + servicej ; taskj .end � endj ; 8j 2 Ci:

It must last while the service is being performed:

taskj .duration = servicej ; 8j 2 Ci:

We establish a relationship between the truck and its route:

taskj requires truck; 8j 2 Ci:

Since truck is a unary resource the tasks will be sequenced on the truck

with time in between them to allow for the transition from one to the next.

Finally we add the depot precedence:

taskdR precedes taskj ; 8j 2 Ci

taskj precedes taskdS ; 8j 2 Ci

taskdR precedes taskdS :

We can write this more formally as Benders decomposition. Let zj be the

truck assigned to customer j. Let Rj and Sj denote the beginning and end

of the time window of customer j and let Dj denote the duration of service

of customer j. Let tj be the start of service for customer j. Let djk be the

transition time from customer j to customer k.
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Using the global cumulative and count constraints and variable index sets

we can state the problem as follows:

min
X
i2T

ciyi (1.8)

s.t. tj � Rj ; tj +Dj � Sj ; 8j 2 C; (1.9)X
j j (zj=i)

wj � Li; 8i 2 T; (1.10)

(yi = 0)) count(i; [z1; : : : ; zn];=; 0); 8i 2 T; (1.11)

cumulative((j j (zj = i)); tk; Dk; [dk1k2 ];1; 1); 8i 2 T: (1.12)

The objective function (1.8) minimises the total cost, eq. (1.9) observes the

time windows and eq. (1.10) the capacity. Equation (1.11) ensures that if

a truck is not being used then no customers can be assigned to it. This

form of the count constraint states that if N of the variables z1; : : : ; zn

are equal to i then N = 0 must hold. The cumulative constraint (1.12) is

imposed for each truck and scedules the customers assigned to it. The �rst

parameter are the customers assigned to the truck; the second are the start

time variables; the third are the durations of service; the fourth are the

transition times between all pairs of customers; the fourth, 1, is a vector

of all ones indicating that each customer requires a truck; and the �nal

parameter indicates that there is one truck available, since we are routing

each truck separately. Information on the time windows could also be passed

to the cumulative constraint.

We place the assignment in the master problem and the sequencing in the

subproblems and write the problem as follows for Benders decomposition:

min
X
i2T

ciyi (1.13)

s.t. tj � Rj ; tj +Dj � Sj ; 8j 2 C; (1.14)X
j j (zj=i)

wj � Li; 8i 2 T; (1.15)

(yi = 0)) count(i; [z1; : : : ; zn];=; 0); 8i 2 T; (1.16)

cumulative((j j (zj = i)); t0k; Dk; [dk1k2 ];1; 1); 8i 2 T; (1.17)

t0j � Rj ; t
0
j +Dj � Sj ; 8j 2 C; (1.18)

link(tj ; t
0
j); 8j 2 C; (1.19)
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shadowing the start time variables tj with variables t0j through link con-

straints.

If z has been �xed to z� then the subproblem is:

cumulative((j j (z�j = i)); t0k; Dk; [dk1k2 ];1; 1); 8i 2 T; (1.20)

t0j � Rj ; t
0
j +Dj � Sj ; 8j 2 C: (1.21)

The subproblem can be decomposed into smaller problems, one for each

truck. The problem for truck i is:

cumulative((j j (z�j = i)); t0k; Dk; [dk1k2 ];1; 1); (1.22)

t0j � Rj ; t
0
j +Dj � Sj ; j j (z�j = i): (1.23)

If the subproblem is infeasible then Benders cuts can be generated to avoid

that assignment and added to the master problem. Call the accumulated

set of those cuts in the q-th iteration Bq . Note that we can then rewrite the

master problem thus as a MIP:

min
X
i2T

ciyi (1.24)

s.t. tj � Rj ; tj +Dj � Sj ; 8j 2 C; (1.25)X
j2C

wjxij � Li; 8i 2 T; (1.26)

xij � yi; 8i 2 T; j 2 C; (1.27)X
i2T

xij = 1; 8j 2 C; (1.28)

Bq: (1.29)

We note that eq. (1.24)�(1.25) are eq. (1.13)�(1.14) from before, eq. (1.26)

corresponds to eq. (1.15), eq. (1.27) corresponds to eq. (1.16), and the 0�1

variables xij and eq. (1.28) correspond to the general integer variables zj

(and the index sets fj j (zj = i)g).

1.4.4 Solving

The solution process alternates between solving the assignment problems

and the resulting sequencing problems. If, given a solution to the assign-

ment problem, all the sequencing problems are feasible, then the solution
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is optimal and the algorithm terminates. If one or more of the sequenc-

ing problems are infeasible then cuts have to be derived that exclude that

assignment and as many similar assignments as possible and added to the

assignment problem before resolving. This requires �nding a (minimal)

reason why the sequencing failed.

A simple type of cut, proposed in [103], are feasibility cuts, which eliminate

any assignments where an infeasible set of customers is assigned to the same

truck. A cut of this type eliminates more than one assignment. It might well

be the case, however, that only a subset of those customers are inconsistent

and a more rigorous failure analysis might yield a smaller set resulting in a

cut that would cut o� more assignments.

This would require examining more closely the constraint propagation of

the cumulative constraint that underlies the requires predicate of the CLP

model. The cumulative constraint is a well known scheduling constraint

in CLP that schedules a set of tasks given task time windows, task setup

times (which can be sequencing dependant), task resource requirements and

overall resource limits. An interesting idea is if the regular constraint prop-

agation of the cumulative can or should be modi�ed in order to facilitate

failure analysis and provide stronger cuts. This would in e�ect result in

a mixed global vehicle routing constraint that would be composed of

an assignment problem, a classical cumulative constraint with a modi�ed

constraint propagation and bidirectional inference.

1.4.5 Implementation

Work has started on using OPL and OPL Script [162] to model and solve

this problem. This is relatively easy to implement and may be su�cient to

demonstrate the potential of this approach. OPL does not, however, allow

easy access to the propagation of cumulative and has not proved to be a

very stable product. Also, the cumulative in OPL is a very general global

constraint with a complex propagation algorithm, whereas this problem only

requires a cumulative with a single unary resource, �xed start and end

times, �xed duration and pairwise dependant setup times. Thus it might

be advantageous to implement a simple cumulative for this problem. That

would though be a substantial undertaking and OPL is going to be tested

�rst.
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1.4.6 Open Issues

When the objective is to minimise the total time or the total travel time,

an appropriate bound has to be added to the assignment and sequencing

problems for each truck. In order for the bound to be e�ective, a relax-

ation of the sequencing problem would be desirable. It should probably be

avoided, however, to introduce sequencing variables, say, zijk where zijk is

1 if the k-th visit of truck j is to customer i, as that would signi�cantly

enlarge the assignment problem. It would be best if a good relaxation could

be obtained using only the assignment variables xij . We know that if two

customers j and k are assigned to the same truck i then one has to come

before the other, i.e.,�
customers j; k assigned to truck i

�
=)

�
(j ! k) _ (k ! j)

�
:

This can be written using notation from before as�
xij + xik = 2) =)

�
(tj +Dj + djk � tk) _ (tk +Dk + dkj � tj)

�
:

Writing this expression as a disjunction and using its convex hull represen-

tation as the relaxation results, however, in a huge number of additional

constraints. A more succinct relaxation needs to be sought.

Also, when minimising the time, the sequencing problems become optimi-

sation problems. It is not enough in that case to �nd a feasible solution,

but it must minimise the period that the truck is away (makespan) or the

total travel time of the truck (processing time) in order to minimise the

total time and the total travel time, respectively.

Cuts can perhaps not only be generated when the sequencing problems are

infeasible, but also when they are feasible to bound the objective function,

in a more Benders style approach.

Other cutting planes and redundant constraints can be added to both mod-

els to make them tighter.

There are still open question about what would be good a search strategy;

branching, variable selection and value selection strategies; both for the

assignment and sequencing problems.
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1.4.7 Previous Approaches

Most of the previous work on the VRP problem use local search methods

or local search methods within CLP. Some of that work does not tackle the

full problem, e.g., time windows are sometimes not present. CLP branch-

and-bound search is used to select the best move in [131, 132]. Other

CLP and local search approaches are in [49, 118]. Heuristic approaches are

abound [20, 27, 35, 51, 68, 71, 72, 86, 121, 134, 135, 148, 151, 152]. Most of

those approaches are based on tabu search. The combination of CLP and

local search is attractive because local search scales well for handling real-

world sized problems, while CLP is better suited for problem representation

and consistency maintenance.

MIP techniques have also been used. Exact branch and bound algorithms

are presented in [55, 157]. This approach is based on using a Lagrangian

lower bound that is strengthened in a cutting plane fashion. Polyhedral and

graph techniques are in [39, 56, 57, 107]. Set covering formulations for the

VRP with Time Windows are explored in [26].

Various traditional and constraint-based heuristic methods are compared

in [106]. An overview of exact and approximate algorithms is in [109].
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A Scheme for Unifying

Optimisation and

Constraint Satisfaction

Methods

John Hooker, Greger Ottosson, Erlendur S.
Thorsteinsson and Hak-Jin Kim

Optimisation and constraint satisfaction methods are complementary to

a large extent, and there has been much recent interest in combining

them. Yet no generally accepted principle or scheme for their merger has

evolved. We propose a scheme based on two fundamental dualities, the

duality of search and inference and the duality of strengthening and re-

laxation. Optimisation as well as constraint satisfaction methods can be

seen as exploiting these dualities in their respective ways. Our proposal is

that rather than employ either type of method exclusively, one can focus

on how these dualities can be exploited in a given problem class. The re-

sulting algorithm is likely to contain elements from both optimisation and

constraint satisfaction, and perhaps new methods that belong to neither.

A.1 INTRODUCTION

The last several years have seen increasing interest in combining the models

and methods of optimisation with those of constraint satisfaction. Inte-
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gration of the two was initially impeded by their di�erent cultural origins,

one having developed largely in the operations research community and the

other in the computer science and arti�cial intelligence communities. The

advantages of merger, however, are rapidly overcoming this barrier.

There is a growing body of evidence that a hybrid approach can bring both

modelling and algorithmic advantages. It includes computational stud-

ies involving chemical process design [138, 160], distillation network de-

sign [78, 95, 139], truss structure design [25], machine scheduling [88, 103],

scheduling with resource constraints [133], highly combinatorial schedul-

ing [95, 147], dynamic scheduling [53], production planning and transporta-

tion with piecewise linear functions [127, 140], warehouse location [24, 162],

travelling salesman problem with time windows [60], hoist scheduling [146]

and problems with specially ordered sets [50]. A recent commercially avail-

able modelling system, OPL, invokes both linear programming (ILOG Plan-

ner/CPLEX) and constraint programming (ILOG Solver) solvers [162].

Despite these developments, no generally accepted principle or scheme has

evolved for the merger of optimisation and constraint satisfaction. The

purpose here is to propose such a scheme for unifying the solution methods

of the two �elds. We address elsewhere [95, 96, 98] the issue of a uni�ed

modelling framework.

Our scheme is based on exploiting two dualities: The duality of search vs.

inference and the duality of strengthening vs. relaxation. Some of these

ideas are anticipated in [89].

Branching algorithms provide one example of these dualities at work. The

search/inference duality is evident in Bockmayr and Kasper's observa-

tion [24] that both optimisation and constraint satisfaction rely on �branch

and infer.� Branching is a search mechanism. During the branching process,

one can generate inferences in the form of cutting planes (as in optimisa-

tion) or constraint propagation to achieve domain reduction (as in constraint

satisfaction). The combination of branching and inference is usually much

more e�ective than either alone.

The strengthening/relaxation duality is also evident in branching algo-

rithms. When one branches on the possible values of a variable, the re-

sulting subproblems are strengthenings of the original problem in the sense

of a restriction; they have an additional constraint that �xes the value of the
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variable and therefore shrinks the feasible set. In optimisation one typically

solves a relaxation of the problem at each node of the search tree in order

to obtain bounds on the optimal value, often a continuous relaxation such

as a linear programming or Lagrangean relaxation. The reduced variable

domains obtained in a constraint satisfaction algorithm in e�ect represent

a relaxation of the problem at that node of the search tree. In any feasible

solution the variables must take values in these domains, but an arbitrary

selection of values from the domains need not comprise a feasible solution.

Again enumeration of strengthenings is more e�ective when combined with

relaxation of some kind.

The thesis of this paper is that because both constraint programming and

optimisation use problem-solving strategies based on the same dualities,

their methods can be naturally combined. Rather than employ optimisa-

tion methods exclusively or constraint satisfaction methods exclusively, one

can focus on the how these dualities can be exploited in a given problem

class. The resulting algorithm is likely to contain elements from both opti-

misation and constraint satisfaction, and perhaps new methods that belong

to neither.

Section A.2 begins the paper with a simple illustration of how the dualities

might operate in a branching context. It does so �rst in a constraint sat-

isfaction and in an integer programming setting. It then combines the two

approaches.

The next two sections explore the dualities more deeply and propose meth-

ods that belong to neither constraint satisfaction nor integer programming.

Section A.3 investigates the search/inference duality. It explains how con-

straint programmers exploit problem structure to apply e�ective inference

algorithms. It also frames the search/inference duality as a formal optimi-

sation duality that generalises classical linear programming duality. This

perspective forges a link between the concept of a nogood in constraint

satisfaction and Benders decomposition in optimisation. It also provides a

general method for sensitivity analysis.

Section A.4 takes up the duality of strengthening and relaxation. This du-

ality is studied in optimisation under the guise of Lagrangean and surrogate

duality, which �nds a strong relaxation by searching over a parameterised

family of relaxations. Both are de�ned only for inequality constraints, but
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both are special cases of a general relaxation duality that can be developed

for a much wider range of problems.

A particularly promising maneuver is to combine constraint programming's

approach to inference with optimisation's approach to relaxation. When

formulating a problem, the constraint programmer often identi�es a group

of constraints that show special structure and represents them with a single

global constraint, such as all-different, element or cumulative. The

optimiser often relaxes a problem by transforming it to an instance of a

specially structured class of problems that can be solved to optimality, such

as a linear programming problem. Both of these techniques are key to the

success of the respective �elds. There is a natural way to combine them:

Design relaxations of the sort used in optimisation for global constraints of

the sort used in constraint programming [127]. This idea is illustrated in

Section A.5 by presenting relaxations for element constraints.

The paper concludes by suggesting issues for future research.

A.2 A MOTIVATING EXAMPLE

A small example can illustrate how dualities can operate in a constraint

satisfaction and in an integer programming setting as well as in a combined

mode. One example can illustrate only a few of the relevant ideas, but it

will help make the discussion to follow more concrete.

Consider the following optimisation problem:

minimise 4x1 + 3x2 + 5x3

subject to 4x1 + 2x2 + 4x3 � 17;

all-differentfx1; x2; x3g;

xj 2 f1; : : : ; 5g:

(A.1)

The set Dj = f1; : : : ; 5g is the initial domain of each of the variables xj .

The optimal solution is (x1; x2; x3) = (2; 3; 1) with optimal value 22.

We will solve the problem by constraint satisfaction methods, by integer

programming, and �nally by a combined approach. The particular meth-

ods illustrated are not the best available for either constraint satisfaction

or integer programming. They are chosen because they help illustrate how

methods may be combined. The intent is not to compare the performance
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of constraint programming and integer programming but to present a com-

bined approach.

A.2.1 Constraint Satisfaction

A constraint satisfaction method can solve (A.1) by solving the feasibility

problem

4x1 + 3x2 + 5x3 < z; (A.2)

4x1 + 2x2 + 4x3 � 17; (A.3)

all-differentfx1; x2; x3g; (A.4)

xj 2 f1; : : : ; 5g: (A.5)

Initially z =1. Each time a feasible solution is found, the search continues

with z set to the value of the solution. A possible search tree is shown in

Table A.1. The nodes are traversed in the depth-�rst order shown. At node

1, where D1 = D2 = D3 = f1; 2; 3; 4; 5g, the search branches on x1. This

creates a subproblem at node 2 by setting D1 = f1g, and one at node 7 by

setting D1 = f2; 3; 4; 5g. (Other branching schemes are possible.) Similarly,

the search branches on x2 at node 2, creating nodes 3 and 6.

Because x1 = 1 at node 2, setting x2 = 1 or x3 = 1 would be inconsistent

with the all-different constraint. The domains of x1; x2 are therefore

reduced to D1 = D2 = f2; 3; 4; 5g. There are several di�erent domain

reduction algorithms that remove domain elements that are inconsistent

with all-different, varying in degree of e�ciency and completeness [110,

142].

A feasible solution is found at node 4 that permits one to set z = 25. At

node 5 another type of domain reduction, based on maintaining bounds

consistency, can be applied [110]. It infers from (A.2) that

x3 �
1
5 (z � 4minD1 � 3minD2) (A.6)

where minDj is the smallest element in Dj , and similarly for x1 and x2.

This changes neither D1 = f1g nor D1 = f2g but reduces D3 = f4; 5g to the

empty set because (A.6) implies that x3 � 3. In general, the implications of

one constraint are propagated to other constraints by means of a constraint

store, which in the present case consists of the reduced domains that are

inferred from one constraint and made available to others.
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Node

D1

D2

D3

z Value Branches

1:
12345

12345

12345

1 12::60

2:
1

2345

2345

1 20::44 D1 = f1g

3:
1

2

345

1 25::35 D2 = f2g

4:
1

2

3

1 25 D3 = f3g

5:
1

2 25 1 D3 = f4; 5g

6:
1

3

2

25 23 D2 = f3; 4; 5g

7:
23

123

12

23 16::22 D1 = f2; 3; 4; 5g

8:
2

3

1

23 22 D1 = f2g

9:
3

1 22 1 D1 = f3; 4; 5g

Table A.1: Solution of a constraint satisfaction problem by branching

and domain reduction. The �value� shown is the value or domain of

4x1+3x2+5x3 at a leaf node of the search tree. A value of1 indicates

the lack of a feasible solution.

The subproblem at node 5 is therefore infeasible. Node 6 reveals a solution

of value z = 23, and �nally the optimal value z = 22 is discovered at node

8, and the search completes its proof of optimality in 9 nodes. Constraint

satisfaction therefore solves (A.1) with a combination of search (branching)

and inference (domain reduction).

A.2.2 Integer Programming

Integer programming exploits the search/inference duality along with a du-

ality of strengthening and relaxation. Due to the restricted vocabulary of

integer programming, however, the model is more complex.
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Variables yjk (j < k) are introduced to enforce the all-different con-

straint, with yjk = 1 when xj < xk and yjk = 0 when xj > xk .

minimise 4x1 + 3x2 + 5x3 (A.7)

subject to 4x1 + 2x2 + 4x3 � 17; (A.8)

xj � (xk � 1) + 5(1� yjk); 8j; k with j < k, (A.9)

xk � (xj � 1) + 5yjk; 8j; k with j < k, (A.10)

1 � xj � 5 and xj integer; j = 1; 2; 3;

yjk 2 f0; 1g; 8j; k with j < k.

Constraints (A.9)�(A.10) illustrate the ubiquitous �big-M � constraint of in-

teger programming; hereM = 5. When yjk = 1, constraint (A.9) is enforced

while (A.10) is vacuous, and vice-versa when yjk = 0.

There are other and better integer programming models for this particular

problem. Model (A.7)�(A.10) is used here in order to illustrate the big-M

constraints and how they may be avoided in general.

The problem is again solved by branching. This time, however, a continuous

relaxation of the problem is solved each node of the search tree. The continu-

ous relaxation of (A.7)�(A.10), which is solved at the root node, is obtained

by deleting the integrality constraints on xj and replacing yjk 2 f0; 1g with

0 � yjk � 1. The optimal value of the resulting linear programming relax-

ation provides a lower bound on the optimal value of (A.7)�(A.10).

In integer programming, inference often takes the form of cutting plane gen-

eration. Cutting planes are inequalities that are satis�ed by every integer

solution of the continuous relaxation but possibly violated by some nonin-

teger solutions. By �cutting o�� noninteger solutions, cutting planes can

provide a tighter bound when added to the constraint set of the continuous

relaxation. In this case one might add the cutting planes,

x1 + x2 + x3 � 5

2x1 + x2 + 2x3 � 9
(A.11)

(These cutting planes are derived from the inequality constraints alone.)

There is a vast literature describing how cutting planes may be generated

for highly structured problem classes, such as travelling salesman, job shop

scheduling, set covering, set packing, and a host of other problems.
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Node �z Value (x1; x2; x3) (y12; y13; y23) Branches

1: 1 20 (3; 1; 1) (0; 0; 1
5
)

2: 1 21 (2 1

2
; 2; 1) ( 1

10
; 0; 0) y23 = 0

3: 1 21 2

3
(2; 2 1

3
; 1 1

3
) ( 4

15
; 1

15
; 0) x1 � 2

4: 1 1 x2 � 2

5: 1 22 (2; 3; 1) (1; 0; 0) x2 � 3

6: 22 23 (3; 2; 1) (0; 0; 0) x1 � 3

7: 22 21 (2; 1; 2) (0; 1
5
; 1) y23 = 1

8: 22 25 (3; 1; 2) (0; 0; 1) y13 = 0

9: 22 21 1

2
(1 1

2
; 1; 2 1

2
) ( 1

10
; 1; 1) y13 = 1

10: 22 22 (1; 1; 3) ( 1
5
; 1; 1) x1 � 1

11: 22 26 (2; 1; 3) (0; 1; 1) x1 � 2

Table A.2: Solution of an integer programming problem by branching,

relaxation, and cutting plane generation.

A search tree for the problem represented by (A.7)�(A.10) and (A.11) ap-

pears in Table A.2. The search branches on variables that have non-integral

values in the continuous relaxation, in the order x1, x2, x3, y12, y13, y23. At

node 1, y23 =
1
5 , and one branches by setting y23 = 0 and y23 = 1, creating

nodes 2 and 7. At node 2, x1 = 2 12 , and the branches are de�ned by x1 � 2

and x1 � 3. The branching constraints are added to the relaxation at each

node. For example, y23 = 0 is added at node 2. The �rst feasible (i.e.,

integral) solution is found at node 5. Its optimal value provides an upper

bound �z = 22 on the optimal value of the original problem, i.e., the con-

straint 4x1 + 3x2 + 5x3 � 22 is added to the problem at node 5. At node 6

the value of the relaxation is 23, so further branching at node 6 cannot lead

to an optimal solution, and the tree is pruned at this point. This bounding

mechanism provides the name, branch-and-bound, for this particular kind

of search.

Branch-and-bound search relies on the interplay of the search/inference and

strengthening/relaxation dualities. It searches by branching and draws in-

ferences by cutting plane generation (which results in branch and cut).

Branching likewise creates strengthenings of the problem by adding con-

straints. A relaxation of this strengthened problem is created by dropping

integrality requirements and applying a linear programming algorithm.
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Node

D1

D2

D3

�z Value (x1; x2; x3) Branches

1:
12345

12345

12345

1 20 (3; 1; 1)

2:
12345

2345

12345

1 21 (2 1

2
; 2; 1) x2 � 2

3:
12

2345

12345

1 21 1

2
(2; 2; 1 1

2
) x1 � 2

4:
2

345

1

1 22 (2; 3; 1) x3 � 1

5: ? 22 1 x3 � 2

6: ? 22 1 x1 � 3

7: ? 22 1 x3 � 2

Table A.3: Solution of a constraint satisfaction problem by branching,

domain reduction, relaxation, and cutting plane generation.

A.2.3 A Combined Approach

The respective advantages of constraint satisfaction and integer program-

ming are easily combined in this case. Domain reduction and cutting plane

generation are simply two forms of inference, and both can be used. In fact,

domain reduction can be applied to the cutting planes (A.11) as well as

the original constraint (A.8). The advantages of relaxation are also avail-

able. The integer programming relaxation was obtain by dropping integral-

ity constraints from the large model (A.7)�(A.10). But the largest part of

this model, (A.9)�(A.10), adds little to the quality of the relaxation. One

can use the original model (A.1) as a problem statement and for feasibility

checks, but create a continuous relaxation that consists of (A.7)�(A.8), the

cutting planes (A.11) and the bounds 1 � xj � 5. Because the relaxation

is distinguished from the model, both are more succinct.

A search tree appears in Table A.3. At each node constraint propagation

is �rst applied to the original problem, and if successful, the bounds in the

relaxation are adjusted accordingly (we add the branching constraints both

to the original model and the relaxation). As soon as a feasible solution
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is found, a constraint is added to the problem indicating the bound on the

solution and it is updated as necessary.

The search branches on the alternatives x1 � 2, x3 � 2 at node 1 because

the solution of the relaxation sets x2 = x3 = 1; the alternatives are obviously

exhaustive. At node 2 the search branches on a non-integral variable x1.

Because the solution of the relaxation at node 3 is integral and satis�es

all-different, it is feasible, and no further branching is needed.

Due to the combined e�ects of constraint propagation and relaxation, a com-

bined approach may produce a search tree is smaller than those that result

from constraint programming or integer programmingmethods. In addition

processing may be faster at each node than in integer programming, because

the relaxation is smaller. There may also be nodes at which one need not

solve the relaxation, because constraint propagation alone (which is often

faster than solving an LP) may determine that the problem is infeasible.

A.3 DUALITY OF SEARCH AND INFERENCE

A search method examines possible values of the variables until an accept-

able solution is found. An inferencemethod attempts to derive a desired im-

plication from the constraint set. Popular search methods include branching

(which examines partial solutions) and local search heuristics (which exam-

ine complete solutions). Inference methods include cutting plane methods

(in which inequalities are inferred) and domain reduction (in which smaller

domains are inferred).

Search and inference tend to work best in combination. Search alone may

happen upon a good solution early in the process, but it must examine

many other solutions before determining that it is good. Inference alone

can rule out whole families of solutions as inferior, but this is not the same

as �nding a good solution. Working together, search and inference can �nd

and verify good solutions more quickly.

As illustrated above, a common strategy for running search and inference

in parallel is to use inference in the context of a branching search. Con-

straint satisfaction infers smaller domains, for instance by maintaining con-

sistency. Smaller domains result in less branching. The example illustrates

the maintenance of bounds consistency for inequalities and hyperarc con-

sistency [110] for all-different constraints. The cutting planes of opti-
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misation are designed to strengthen continuous relaxations but can reduce

domains as well, for example if one maintains bounds consistency for them.

Combining search and inference also provides an e�ective way to exploit

problem structure. Inferences drawn from specially structured constraints

can reveal which regions of the solution space are unproductive and need

not be examined. This is discussed �rst below. Finally, the interaction

of search and inference can be interpreted as a formal duality. This leads

to a link between nogoods and Benders decomposition as well as a general

approach to sensitivity analysis.

A.3.1 Inference and Structure

One advantage of using inference in the context of search is that it can ex-

ploit special structure. If the problem or some part if it exhibits a pattern

that has been closely analysed o�ine in order to identify strong implica-

tions, these implications can be generated quickly. The practical success of

optimisation and constraint satisfaction owes much to this strategem.

The two �elds have developed di�erent and complementary approaches to

recognising structure. Constraint programmers identify sets of constraints,

at the modelling stage, that can be recognised as a single global constraint

(e.g., [17, 33, 34, 142, 143, 144]). The cumulative constraint, for example,

requires that a set of tasks be scheduled so that, at any given time, their

total consumption of resources is within bounds. A variety of scheduling

problems are special cases of this general pattern. When they are formulated

as such, the solver can apply domain reduction procedures that deal with

the constraints globally rather than one at a time, thus resulting in much

greater reduction of domains.

In optimisation, the modeller typically identi�es a problem as an instance of

a class for which solution methods have been designed, such as linear pro-

gramming, network �ow, or 0�1 programming problems. Beyond this point

the recognition of structure is often automated as part of the solution algo-

rithm. The problem is scanned for opportunities to generate knapsack cuts,

�xed charge cuts, covering inequalities, etc. In some cases substructures

are identi�ed, as for example subgraphs in a travelling salesman problem

that give rise to comb inequalities. Another di�erence with the constraint

satisfaction community is that constraint generation is aimed at strength-
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ening a continuous relaxation rather than raising the degree of consistency

of the constraint set. Interestingly, for a brief period in the early days of

operations research, optimisers used constraints that were unrelated to the

continuous relaxation. They were part of the implicit enumeration schemes

of that day (e.g., [69]). Perhaps such constraints have since been neglected

because the community, unaware of the theory of consistency, has not had

a clear understanding of how they might accelerate search.

One of the most impressive traits of the human mind is its pattern-recog-

nition ability. The constraint satisfaction approach uses this ability to iden-

tify structure primarily in the modelling stage. Optimisation uses it pri-

marily in the design of the solution algorithms that automatically detect

patterns. To restrict oneself to one approach or the other seems a mistake.

The modeller's insight into the practical situation should be used, as should

the mathematician's analysis when the problem is su�ciently stylised to

apply it.

A.3.2 Inference Duality in Optimisation

One way to capture the duality of search and inference in a more rigorous

setting is to state it as a formal optimisation duality. For this purpose a

general optimisation problem might be written

minimise f(x)
x 2 D

subject to x 2 S
(A.12)

where S is the feasible set and D = D1� : : :�Dn the domain. This can be

viewed as a search problem: Find an x 2 S \D that minimises f(x). The

inference dual is

maximise z

subject to (x 2 S)
D
! (f(x) � z)

(A.13)

where the arrow indicates implication: For all x 2 D, if x 2 S then f(x) � z.

If an optimal value exists for (A.12), it is the same as the optimal value of

(A.13). So optimisation can be viewed as an inference problem: What is

the tightest lower bound on f(x) one can infer from x 2 S?
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The optimisation literature has closely studied inference duality in the spe-

cial case of linear programming. Here (A.12) becomes

minimise cx
x 2 Rn

subject to Ax � b; x � 0

(A.14)

where A is an m � n matrix. The dual problem is to infer the strongest

possible inequality cx � z (i.e., the tightest lower bound z) from Ax � b,

x � 0. A fundamental result of linear programming (the Farkas Lemma)

states that if Ax � b, x � 0 is feasible, it implies cx � z if and only if some

nonnegative linear combination uA � ub of Ax � b dominates cx � z. That

is, uA � c and ub � z for some u � 0. So the dual problem can be written

maximise ub
u 2 Rm

subject to uA � c; u � 0

(A.15)

This is the classical linear programming dual. It has the same (possibly

in�nite) optimal value z� as (A.14) unless both (A.14) and (A.15) are in-

feasible. The solution u of the dual problem can be viewed as encoding a

proof that cx � z�, because it speci�es a linear combination of Ax � b that

dominates cx � z�.

Linear programming has the convenient property that a solution of the dual

always has polynomial length (i.e., linear programming belongs to both NP

and co-NP ). A proof of optimality can in general be exponentially long.

For example, if x in (A.14) is restricted to be integer, so that (A.14) becomes

an integer programming problem, then the inference dual can no longer be

written in the form (A.15). The dual must be solved by a proof of optimality

that most commonly takes the form of an exhaustive search tree�which has

exponential size in general.

A major bene�t of inference duality is that it provides a scheme for sensitiv-

ity analysis. This kind of analysis is very important in practise because it

indicates how the solution would be a�ected by perturbations of the problem

data. It allows one to focus on data that really matter.

Up to a point, sensitivity analysis is straightforward. Given an optimal so-

lution of the primal problem (A.12), one can analyse under what data alter-

ations this solution remains feasible. But this says nothing about whether
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it remains optimal, and this is where the inference dual comes into play.

Because a solution of the inference dual is a proof, one can analyse under

what data perturbations the proof remains valid and the solution therefore

remains optimal (assuming it remains feasible as well).

This scheme works out nicely in linear programming. Let x� be an optimal

solution of (A.12) and u� an optimal solution of the dual problem (A.15).

Let (A.14) be perturbed so that it minimises (c + �c)x subject to (A +

�A)x � (b + �b). Obviously x� remains feasible if �Ax� � �b. But it

remains optimal as well if u� remains a valid proof that (c+�c)x � z�; i.e.,

if u��A � �c and u��b � z�.

Until very recently the optimisation community has approached the sensi-

tivity question for discrete problems in a di�erent fashion, using the con-

cepts of value function, super-additive duality, etc. These approaches tend

to make sensitivity analysis computationally very di�cult. Both optimisa-

tion and constraint satisfaction problems could bene�t from the inference

duality approach. The branch-and-bound tree for an integer programming

problem, for example, can be analysed to determine under what problem

perturbations the tree remains a proof of optimality [47, 90, 91]. If branch-

ing and domain reduction prove a problem instance to be infeasible, one

can examine for what problem perturbations this proof remains valid.

More generally, a solution of the inference dual provides an explanation (in

the form of a proof) for why a solution is optimal, or why the problem is

infeasible. In practise, an explanation of the solution could be more valuable

than the solution itself. Perhaps methods can be developed to reduce this

proof to its bare essentials, delineating as clearly as possible the reason for

optimality or infeasibility. These ideas remain largely unexplored.

A.3.3 Nogoods and Benders Decomposition

If in the midst of search a trial solution is found to be unsatisfactory, the

reasons for its failure can be analysed. This analysis may lead to a constraint

that rules out many solutions that fail for the same reason. By adding

this constraint to the problem one can avoid unnecessary search. Such

a constraint is a nogood, a well-known idea in the constraint satisfaction

literature [158]. A nogood is a way of learning from one's mistakes. It
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combines search and inference in a particular way: The inferred constraints

(nogoods) are occasioned by the discovery of bad solutions.

A related idea has evolved in the optimisation literature. One way to com-

bine search and inference is to search values of some of the variables and use

inference to project the constraints onto these variables. Let the variables

of (A.12) be partitioned as follows.

minimise f(x; y)
x 2 Dx; y 2 Dy

subject to (x; y) 2 S
(A.16)

We will search over values of x. If we examine a particular value �x, we can

�nd optimal values for the remaining variables subject to x = �x. This poses

the subproblem

minimise f(�x; y)
y 2 Dy

subject to (�x; y) 2 S
(A.17)

The variables are partitioned in such a way that the subproblem has special

structure that makes it easier to solve. The variables may decouple, for

example.

The next step is to solve the inference dual of the subproblem by generating

a proof of optimality for its optimal solution y�x. This proof might take the

form of a branching tree. By examining the conditions under which this

proof is valid, we may be able to de�ne a function B�x(x) that provides a

lower bound on the optimal value of (A.16) for a given value of x. Two

examples of this are provided below. Obviously B�x(�x) = f(�x; y�x), but even

when x has some value other than �x, it may be possible to determine what

kind of lower bound the dual proof still provides. If z is the objective func-

tion value of (A.16), this analysis yields the nogood z � B�x(x). It states

that there is no point in examining solutions x for which the objective func-

tion value is less than B�x(x). The master problem minimises the objective

function subject to nogoods that have been accumulated so far:

minimise z
x 2 Dx

subject to z � Bxk(x); k = 1; : : : ;K

(A.18)

where x1; : : : ; xK are the nogoods generated so far. Each time the master

problem is solved, the solution �x generates another nogood. The nogoods
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in e�ect project the constraint set onto the variables x. It is usually unnec-

essary to generate all of the nogoods that de�ne the projection, because the

process stops when a nogood is satis�ed by the previous �x.

When this strategy is applied to a problem with the following form, the

result is Benders decomposition.

minimise f(x) + cy
x 2 Dx; y 2 R

n

subject to g(x) +Ay � b

(A.19)

The subproblem is a linear programming problem.

minimise f(�x) + cy
y 2 Rn

subject to Ay � b� g(�x)

(A.20)

The dual solution u�x of (A.19) proves bound z � u�xb�u�xg(�x). Because the

proof remains valid when x has values other than �x, we have the nogood

z � B�x(x) = u�xb� u�xg(x), also known as a Benders cut.

When the subproblem (A.17) is solved by branching, one may be able to

construct a boolean formula P (x) such that the branching tree remains

a proof of optimality of y�x whenever P (x) = 1. It is shown in [97], for

example, that in integer programming the branching proof can be viewed as

encoding a resolution proof whose premises are implied by constraints that

are violated at the leaf nodes of the tree. The violated constraints imply the

premises when x = �x. One can let P (x) = 1 for all values of x for which these

constraint continue to imply the premises. Then z � B�x(x) = f(�x; y�x)P (x)

is a valid nogood (if z � 0).

Nogoods can be combined with branching. Suppose that at a given node of

the branching tree, constraint propagation or cutting planes prove infeasi-

bility, or more generally prove z � z where z =1 in the case of infeasibility.

One can view this proof as solution of the inference dual of a subproblem

containing the variables that have not yet been �xed at that node. Then

one might derive a nogood z � B�x(x), where x is the vector of variables that

have been �xed. This nogood can serve as a valid constraint throughout the

rest of the tree search. Thus at each node one can generate complementary

constraints: Constraints involving the un�xed variables by means of con-

straint propagation and cutting plane methods, and nogoods involving the

�xed variables.
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Again there is cross-fertilisation. The optimisation community has appar-

ently never used nogoods in branching search. The constraint satisfaction

community has apparently never used generalised Benders decomposition

as a means to generate nogoods, although Beringer and de Backer have

done related work [7, 21]. The ability of Benders decomposition to exploit

structure could give new life to the idea of a nogood, which has received

limited attention in practical algorithms.

A.4 DUALITY OF STRENGTHENING AND RELAXATION

A strengthening of a problem shrinks the feasible set, and a relaxation en-

larges it. Solving a strengthened minimisation problem provides an upper

bound on the optimal value of the original problem. Relaxing the problem

provides a lower bound.

The interplay of strengthening and relaxation is an old theme in optimisa-

tion that goes under the name of primal-dual methods. These appear, for

example, in dual-ascent and other Lagrangean methods for discrete opti-

misation, out-of-kilter and related methods for network �ow problems [13],

and the primal-dual simplex method for linear programming. All of these

exploit the same formal duality, which is de�ned below. Branch-and-bound

search can be regarded as a primal-dual method in a somewhat di�erent

sense that will also be discussed.

Properly chosen strengthenings and relaxations may be much easier to solve

than the original problem. Solving several of them and choosing the tightest

bounds that result may therefore provide a practical way of bracketing the

optimal value of a problem that cannot be solved to optimality.

As noted earlier, enumeration of strengthenings usually takes the form of

branching or local search. It is less obvious how to enumerate relaxations

of a problem, but a clever method has evolved over the years: One parame-

terises relaxations. Each parameter setting yields a di�erent relaxation. The

problem of �nding parameters that yield the tightest bound might be called

the relaxation dual problem. Several well-known dualities in optimisation

are special cases, including the linear programming dual, the Lagrangean

dual, and the surrogate dual.

These classical duals, however, apply only to problems with inequality con-

straints. The general relaxation dual may provide a key to relaxing con-
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straints that take other forms. This is particularly important for bringing

the advantages of relaxation to constraint satisfaction methods, which per-

mit a much broader repertory of constraints than the inequality constraints

of mathematical programming. The �rst section below suggests how this

might be done.

Branch-and-bound search dualises strengthening and relaxation in a di�er-

ent way. The second section suggests how generalisation of this idea can

also result in new methods.

A.4.1 Relaxation Duality

We begin by de�ning strengthening and relaxation more carefully. The def-

inition stated above assumes that the objective function in a strengthening

or relaxation is the same as in the original problem. It need not be. The

following problem is a strengthening of (A.12) in a more general sense if

S0 � S and f 0(x) � f(x) for x 2 S0.

minimise f 0(x)
x 2 D

subject to x 2 S0
(A.21)

Problem (A.21) is a relaxation of (A.12) if S0 � S and f(x) � f 0(x) for

x 2 S. Equivalently, let the epigraph E of an optimisation problem (A.12)

be the set f(z; x) j z � f(x); x 2 Sg. A strengthening's epigraph is a subset

of E, and a relaxation's epigraph is a superset.

Suppose that a family of relaxations is parameterised by � 2 �, so that

f 0(x) = f(x; �) and S0 = S(�). Each relaxation is written

�(�) = min
x2D
ff(x; �) j x 2 S(�)g (A.22)

This is a valid relaxation if:

S(�) � S; all � 2 �

f(x; �) � f(x); all x 2 S; � 2 �
(A.23)

The problem of �nding a relaxation that gives the tightest lower bound is

the relaxation dual,

maximise �(�)

� 2 �
(A.24)
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The classical Lagrangean relaxation replaces the objective function with a

lower bound that is obtained by penalising infeasible solutions and perhaps

rewarding feasible ones. It is de�ned only when the constraints have in-

equality form, so that S = fx j gi(x) � 0; i 2 Ig. It is obtained by setting

f(x; �) = f(x) +
P

i2I �igi(x) and S(�) = D for � � 0. Note that the

feasible set is the same for all �. This is a valid relaxation because clearly

S(�) � S, and f(x) +
P

i2I �igi(x) � f(x) for all � � 0 and all x 2 S

(so that gi(x) � 0). In this case the relaxation dual is the Lagrangean

dual, which is widely used in integer and nonlinear programming to obtain

bounds.

The surrogate relaxation leaves the objective function untouched but re-

places the inequality constraints with a nonnegative linear combination of

those constraints. It is obtained by setting f(x; �) = f(x) and S(�) =

fx j
P

i2I �igi(x) � 0g, with � � 0. The relaxation dual in this instance is

the surrogate dual, which can also be used to obtained bounds for integer

and nonlinear programming. The Lagrangean and the surrogate dual of a

linear programming problem are both equivalent to the linear programming

dual.

A relaxation dual can be de�ned for a much wider range of problems than

those involving inequality constraints. It is necessary only that the relax-

ation observe the formal properties (A.23). This can be illustrated by the

travelling salesman problem. The traditional continuous relaxation requires

that the problem be written with inequality constraints, resulting in a long

problem statement (exponentially long in the most popular formulation).

However, the problem can be written very succinctly as follows.

minimise
P

i cyi;yi+1

x 2 D

subject to all-differentfy1; : : : ; yng

where yn+1 = y1. Here yi is the i-th city visited and cjk the cost on arc

(j; k). One can of course write a relaxation for this formulation by reverting

to the inequality model and relaxing the integrality constraints. But this

is not a practical option when an inequality formulation of the problem

at hand is unavailable, too large, or has a weak relaxation. A generalised

Lagrangean relaxation can perhaps accommodate such cases.
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In the case of the travelling salesman problem, a generalised Lagrangean

relaxation might be given by

f(x; �) =
X
i

cyi;yi+1 +
X
j

�j(Nj � 1) (A.25)

and S(x; �) = f1; : : : ; ng, where Nj is the number of xi's equal to j [94].

Because (A.25) can be written

f(x; �) =
X
i

cyi;yi+1 +
X
i

(�yi � �i)

the value �(�) can be readily computed by dynamic programming. The dual

(A.24) can be solved by subgradient optimisation, because (N1�1; : : : ; Nn�

1) is a readily available subgradient.

In other types of problems a concept from constraint satisfaction may help

provide a useful relaxation of the constraint set. The dependency graph G

for a problem (A.12) indicates the extent to which variables decouple [158].

It contains a vertex for each variable and an edge (i; j) when variables xi

and xj occur in the same constraint or in the same term of the objective

function (which we may, for simplicity, assume to be a sum of terms). If

vertices (along with adjacent edges) are removed from G in order 1; : : : ; n,

the induced width of G with respect to this ordering is the maximum degree

of a vertex at the time it is removed.

Problem (A.12) can be solved by nonserial dynamic programming [22] in

time that is exponential in the induced width of G. Although the induced

width is normally too large for this to be practical, relaxations can be de�ned

for which it is small. This might be done by removing several arcs from

G to obtain G(�), where � is a list of the arcs removed. For each arc

(xi; xj) removed, replace each constraint containing both xi and xj with two

projections of the constraint. (The objective function can be analogously

treated.) The projections are obtained by projecting the constraint onto all

of its variables except xi and onto all of its variables except xj . Once the

projections are computed, resulting problem has dependency graph G(�).

The relaxed set S(x; �) is now de�ned to be the projected problem for

G(�), and �(�) is computed by nonserial dynamic programming. The dual

problem (A.23) might be attacked by local search methods over the space

of �'s.
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These represent only two examples of how discrete relaxations might be

parameterised and bounds obtained by solving a relaxation dual. The po-

tential of this approach is largely unexplored.

A.4.2 Searches that Combine Strengthening and Relaxation

The most popular strategy for combining strengthening and relaxation in a

search procedure is to enumerate strengthenings and solve a relaxation of

each. In integer programming, for instance, one might enumerate strength-

enings in a branch-and-bound tree and solve the continuous relaxation of

the strengthened problem at each node. A rationale for this strategy is

that it hedges against the liabilities of both strengthening and relaxation:

Strengthenings may not be easy to solve until they become very strong (i.e.,

almost all variables are �xed), and whereas a continuous relaxation may be

easy to solve, it may also be very weak. By solving a relaxation at each node

of a search tree, one solves an easy problem that may nonetheless be a rel-

atively strong relaxation because several variables have been �xed. Bounds

derived from the relaxations can be used in a branch-and-bound scheme.

This represents only one way that strengthening and relaxation can interact.

There are others. For example, the reverse strategy is seldom recognised:

One can solve strengthenings of a relaxation. The only requirement is that

the relaxation remain an easy problem when strengthened, for example

when variables are �xed. This is normally the case. A feasible solution

is found when the solution of a strengthening is feasible in the original

problem. One backtracks whenever a feasible solution is found, or it can be

determined that no solution of the current strengthening is feasible in the

original problem. Bounding can be used as before.

In integer programming, the reverse strategy is identical to the original

strategy, because continuous relaxation and variable �xing are commutative

functions. Fixing a variable in a continuous relaxation has the same e�ect

as relaxing the problem after �xing that variable. Perhaps this is why the

reverse strategy has not been noticed.

In general relaxation and strengthening do not commute. For example, if

x1; x2 � 0, the constraint x1x2 � 4 can be relaxed to x1 + x2 � 4 by

writing a �rst-order Taylor series approximation at the point (x1; x2) =

(2; 2). The relaxation becomes x2 � 0 when x1 is �xed to, say, 4. Reversing
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the direction, �xing x1 = 4 changes the nonlinear constraint to x2 � 1,

which relaxes to itself and is di�erent from x2 � 0.

Viewing search consciously as an interplay of strengthening and relaxation

can therefore lead one to combine them in di�erent ways and obtain new

methods. The e�ectiveness of these new methods has yet to be tested.

A.5 GENERATING RELAXATIONS VIA INFERENCE

As mentioned earlier, the global constraints of constraint programming pro-

vide an opportunity to exploit structure not only for purposes of domain

reduction, but for relaxation as well.

To clarify this point, it should be acknowledged that a global constraint is

sometimes relaxed in order to compute reduced domains. The result is not,

however, normally the sort of relaxation that is recommended here; namely,

one that can be solved to optimality in order to obtain useful bounds, such

as a linear programming relaxation.

It is true that domain reduction can itself be viewed as a process that

generates a relaxation. It in e�ect derives �in-domain� constraints that

restrict each variable to a reduced domain. The constraint programming

community normally views in-domain constraints as comprising a constraint

store that propagates the implications of one constraint to other constraints.

But they can also be viewed as comprising a relaxation that is easily solved:

Merely choose one value from each domain [24]. It may even be practical to

optimise the objective function subject to the in-domain constraints. But

even in this case, the result is unlikely to provide a useful bound.

The desired sort of relaxation has usually been obtained in the form of cut-

ting planes that are derived from inequality constraints. This imposes a se-

vere limitation, because most useful global constraints are neither expressed

nor easily expressible in inequality form. It is often possible, however, to de-

rive linear inequality relaxations, as well as other soluble relaxations, from

constraints other than inequalities. This has been done even in traditional

operations research for disjunctions of linear inequalities [8, 9, 15]. This and

more recent work are summarised in [95].

As an illustration, we present here continuous relaxations for element con-

straints, which are important due to their role in implementing variable
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subscripts. To highlight the overall strategy of attaching both domain re-

duction procedures and relaxations to a global constraint, we also analyse

domain reduction for element constraints.

A.5.1 Discrete Variable Subscripts

Variable subscripts are rapidly becoming ubiquitous in modelling of com-

binatorial optimisation problems. The element constraint is well known in

the constraint programming world [161, 110] as a way of indexing discrete

variables, but variable subscripts have now also been introduced in mathe-

matical modelling languages such as AMPL [63, 65] and OPL [162]. While

domain reduction ensuring arc- or hyperarc consistency is relatively simple

for indexing over discrete variables, the case of continuous variables is much

less explored.

The element constraint is written,

element(y; (v1; : : : ; vk); z): (A.26)

In the simplest case, y is a single variable whose initial domain is f1; : : : ; kg,

and (v1; : : : ; vk) is a list of values. The variable z can be discrete or contin-

uous. The constraint says that z must take the y-th value in the list.

An element constraint of this form implements a term with a variable sub-

script. A term of the form cf(y), where f(y) is a function of the variable y,

is implemented by imposing the constraint

element(y; (cf(1); : : : ; cf(k)); z)

and replacing all occurrences of cf(y) with z. For example, if y 2 f1; 2; 3; 4g

the term cy;y+1 is replaced by z and the constraint

element(y; (c12; c23; c34; c45); z):

Because the simplest element constraint (A.26) contains only two variables,

arc consistency is equivalent to full consistency. It is achieved in the obvious

way. Let Dz; Dy be the current domains of z and y, respectively, and let
�Dz; �Dy be the new, reduced domains. Then the two rules, �Dz = Dz \

fvj j j 2 Dyg and �Dy = Dy \ fj j vj 2 Dzg, in a �x-point iteration, will

achieve arc consistency.
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Indexing among values is just an instance of the general case of variables

(as opposed to constants) with variable subscripts. Because element now

contains k+2 variables, arc consistency does not imply hyperarc consistency.

However, full hyperarc consistency can be obtained as follows (of which the

rules above are a special case).

(a) The domain of z must be a subset of the combined domains of the

variables xj for which j belongs to the domain of y. So

�Dz = Dz \
[
j2Dy

Dxj :

(b) The domain of y is restricted to indices j for which the domain of z

intersects the domain of xj . Thus

�Dy = Dy \ fj j Dx \Dxj 6= ;g:

(c) The domain of xj can be restricted if j is the only index in the new

domain �Dy of y.

�Dxj =

(
�Dz; if �Dy = fjg;

Dxj ; otherwise:

Example 1 Consider the element constraint

element(y; (x1; x2; x3; x4); z)

where initially the domains are:

Dz = f20; 30; 60; 80; 90g

Dy = f1; 3; 4g

Dx1 = f10; 50g

Dx2 = f10; 20g

Dx3 = f40; 50; 80; 90g

Dx4 = f40; 50; 70g

Rules (a), (b) and (c) imply that the reduced domains are:

�Dz = f20; 30; 60; 80; 90g\ f10; 40; 50; 70; 80; 90g= f80; 90g
�Dy = f1; 3; 4g \ f3g = f3g
�Dx1 = Dx1

�Dx2 = Dx2

�Dx3 = �Dz = f80; 90g
�Dx4 = Dx4
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Thus y is �xed to 3, which means that x3 = z. The common domain of x3

and z is the intersection of their original domains. �

A.5.2 Continuous Variable Subscripts

While the discrete cases above are well known, variable subscripts in con-

tinuous linear inequalities are far less explored. In this case, constraint

propagation is replaced by cutting plane generation. Suppose for example

that x is a continuous variable in the constraint xf(y) � �. The inequal-

ity z � � is inserted into the LP model along with additional constraints

that de�ne z. If the value of y is �xed, e.g, to 1, one adds the constraint

z = xf(1). If the current domain of y is f1; 2g, however, the constraint that

de�nes z is a disjunction:

(xf(1) = z) _ (xf(2) = z): (A.27)

Although (A.27) cannot be added to a linear model, a linear relaxation of

it, de�ned by cutting planes, can be used instead.

In general a subscripted variable xf(y) is represented by replacing it with z

and the linear relaxation of the general disjunction_
i2Dy

xf(i) = z: (A.28)

In order to be useful, the variables xj must also have bounds, such as

0 � xf(j) � mf(j) for j 2 Dy. We assume in what follows that jDyj � 2.

If each upper bound is the same value m0, we get the following valid in-

equalities for (A.28): X
i2Dy

xf(i) � z + (jDyj � 1)m0; (A.29)

X
i2Dy

xf(i) � z; (A.30)

0 � xf(i) � m0; i 2 Dy; (A.31)

0 � z � m0: (A.32)

The inequality (A.30) is a surrogate inequality [9] and the bounds (A.31)�

(A.32) are from before.
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Let C be the polyhedron de�ned by (A.28) and (A.31)�(A.32), and let P be

the polyhedron de�ned by (A.29)�(A.32) It can be easily shown that C � P ,

since points in C are convex combinations of points where at least one of

the xi's is equal to z. Equations (A.29)�(A.30) follow immediately.

We note that the inequalities de�ning P are facets of the convex hull relax-

ation of C. The jDyj + 1 points, (0;m0; : : : ;m0; 0), : : : , (m0; : : : ;m0; 0; 0)

and (m0; : : : ;m0) in C are a�nely independent and satisfy (A.29) at equal-

ity. Also, the jDyj+1 points (m0; 0; : : : ; 0;m0), : : : , (0; : : : ; 0;m0;m0) and

(0; : : : ; 0) in C are a�nely independent and satisfy (A.30) at equality. The

bounds (A.31)�(A.32) are obviously facets of C. It is shown in [92] that P

is in fact the convex hull of the disjunction (A.28).

If the upper bounds di�er the convex hull relaxation can be much more

complex. In this case one can use a weaker and simpler relaxation by letting

m0 = maxifmf(i)g in (A.29) and (A.32) and replacing (A.31) with the

actual bounds.

One can augment this relaxation with second relaxation. First write the

disjunction (A.28) in the weaker form of two disjunctions,_
i2Dy

(xf(i) � z � 0); (A.33)

_
i2Dy

(�xf(i) + z � 0); (A.34)

and replace each with the linear �elementary� relaxation described in [15].

This yields,

X
i2Dy

xi
mf(i)

�

0
@X
i2Dy

1

mf(i)

1
A z � �jDyj+ 1; (A.35)

�
X
i2Dy

xi
mf(i)

+

0
@X
i2Dy

1

mf(i)

1
A z � �jDyj+ 1; (A.36)

When all upper bounds are the same, m0 = maxifmf(i)g, (A.35)�(A.36)

become the following, which are dominated by (A.29)�(A.30):X
i2Dy

xf(i) � jDyjz � (jDyj � 1)m0; (A.37)

X
i2Dy

xf(i) � jDyjz + (jDyj � 1)m0: (A.38)
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But when the upper bounds di�er, it is advantageous to use both (A.29)�

(A.30) and (A.35)�(A.36) along with the upper bounds and (A.32), where

m0 = maxifmf(i)g in (A.29)�(A.30).

Example 2 The goal is to generate linear inequalities to represent xy � �

in a linear programming solver, where the current domain of y is f1; 2g.

Suppose initially that 0 � xj � 5 for j = 1; 2. Then one can generate the

inequality z � � and de�ne z with the relaxation of (A.27). The latter is

given by (A.29)�(A.32), which in this case is

0 � x1 + x2 � z � 5; (A.39)

0 � x1; x2; z � 5; (A.40)

0 � z � 5; (A.41)

Thus the constraints z � � and (A.39)�(A.41) are added to the LP model.

Now suppose the upper bounds are di�erent: 0 � x1 � 4; 0 � x2 � 5. The

elementary relaxation in (A.35)�(A.36) becomes:

5x1 + 4x2 � 9z � 20;

5x1 + 4x2 � 9z � �20:

These inequalities are combined with z � �, (A.39), (A.41) and the bounds

0 � x1 � 4; 0 � x2 � 5 in the LP model. �

An alternative to the disjunctive relaxation discussed above would be to use

a variant of the conventional �big-M� formulation. Equations (A.33)�(A.34)

would then form a relaxation of (A.28) as

xf(i) � z � �M(1� yi); i 2 Dy; (A.42)

�xf(i) + z � �M(1� yi); i 2 Dy; (A.43)X
i2Dy

yi = 1; (A.44)

0 �yi � 1; 8i 2 Dy; (A.45)

where M = maxifmf(i)g. Note that we introduce jDyj new continuous

variables in this relaxation. The projection of (A.42)�(A.45) on the variables

(xf(1); : : : ; xf(jDyj); z) is very weak so as a relaxation the big-M formulation

is not only more costly (jDyj new variables and 2jDyj+ 1 new constraints)
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but is almost useless. Its use is in a search framework where y is needed

for branching purposes, i.e., where the framework does not allow branching

on constraints, e.g., on parts of a disjunction. Instead, the y's in the big-M

formulation above are used to simulate that capability.

A.5.3 Incremental Cutting Plane Generation

Although useful on their own, the relaxations for variable subscripts de-

scribed in the previous section are mainly intended for use within a branch-

and-bound search. Due to branching and inference (such as constraint prop-

agation), the domain of the indexing variable y will shrink as we descend in

the search tree. This means that xf(i) should be removed from the equations

when i 62 Dy (by setting the corresponding coe�cient to zero), and also that

the coe�cients jDyj and mj need to be updated in equations (A.29)�(A.38)

when Dy is modi�ed.

This last comment is related to how the M 's in a conventional �big-M�

formulation are selected and handled. Ideally, they should be updated when

the variable bounds change, to obtain the strongest possible relaxation, but

often this seems to be neglected.

A.6 FUTURE RESEARCH DIRECTIONS

A number of research directions are identi�ed in the foregoing. They may

be summarised as follows.

� Deciding what to relax. Learn how to identify subsets of constraints

that have a useful continuous relaxation.

� Continuous relaxations for global constraints. Find useful continuous

relaxations for common global constraints.

� Relaxation duals. Use the idea of a relaxation dual to create discrete

relaxations for common global constraints.

� Sensitivity analysis. Develop inference-based sensitivity analysis for

problem classes by analysing when problem perturbations leave the

proof of optimality (or infeasibility) intact. Also, learn how to gener-

alise this analysis so as to explain the solution.
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� Using nogoods in branch-and-cut search. Investigate the possibility of

using nogoods obtained by inference-based Benders decomposition as

cuts that are complementary to the traditional cuts in branch-and-cut

search.

� Finding nogoods that exploit structure. Use generalised Benders de-

composition as a means to identify nogoods that exploit problem struc-

ture and perhaps thereby improve the utility of nogoods.

� Strengthening and relaxation. Experiment with new ways for combin-

ing strengthening and relaxation during search, for instance by solving

strengthenings of a relaxation.

� Uni�ed solution technology. Solve a wide variety of problems with a

view to how the search/inference and strengthening/relaxation duali-

ties may be exploited, with the aim of building a solution technology

that uni�es and goes beyond classical optimisation and constraint sat-

isfaction methods.



Appendix B

On Integrating
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and Linear Programming
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Optimisation

John N. Hooker, Greger Ottosson, Erlendur S.
Thorsteinsson and Hak-Jin Kim

Linear programming and constraint propagation are complementary tech-

niques with the potential for integration to bene�t the solution of combi-

natorial optimisation problems. Attempts to combine them have mainly

focused on incorporating either technique into the framework of the other

� traditional models have been left intact. We argue that a rethinking

of our modelling traditions is necessary to achieve the greatest bene�t

of such an integration. We propose a declarative modelling framework

in which the structure of the constraints indicates how LP and CP can

interact to solve the problem.
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B.1 INTRODUCTION

Linear programming (LP) and constraint propagation (CP) are techniques

from di�erent �elds that tend to be used separately in integer programming

(IP) and constraint (logic) programming (CLP), respectively. They have

the potential for integration to bene�t the solution of combinatorial optimi-

sation problems. Yet only recently have attempts been made at combining

them.

IP has been successfully applied to a wide range of problems, such as capital

budgeting, bin packing, crew scheduling and travelling salesman problems.

CLP has in the last decade been shown to be a �exible, e�cient and commer-

cially successful technique for scheduling, planning and allocation. These

problems usually involve permutations, discretisation or symmetries that

may result in large and intractable IP models.

Both CLP and IP rely on branching to enumerate regions of the search

space. But within this framework they use dual approaches to problem

solving: Inference and search. CLP emphasises inference in the form of

constraint propagation, which removes infeasible values from the variable

domains. It is not a search method, i.e., an algorithm that examines a

series of complete labellings until it �nds a solution. IP, by contrast, does

exactly this. It obtains complete labellings by solving linear programming

relaxations of the problem in the branching tree.

IP has the advantage that it can generate cutting planes (inequalities im-

plied by the constraint set) that strengthen the linear relaxation. This can

be a powerful technique when the problem is amenable to polyhedral anal-

ysis. But IP has the disadvantage that its constraints must be expressed

as inequalities (or equations) involving integer-valued variables. Otherwise

the linear programming relaxation is not available. This places a severe

restriction on IP's modelling language.

In this paper we argue that the key to e�ective integration of CP and LP lies

in the design of the modelling language. We propose a language in which

conditional constraints indicate how CP and LP can work together to solve

the problem.

We begin, however, by reviewing e�orts that have hitherto been made to-

ward integration.
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B.2 PREVIOUS WORK

Several articles compare CLP and IP [153, 43]. They report experimental

results that illustrate some key properties of the techniques: IP is very e�-

cient for problems with good relaxations, but it su�ers when the relaxation

is weak or when its restricted modelling framework results in large mod-

els. CLP, with its more expressive constraints, has smaller models that are

closer to the problem description and behaves well for highly constrained

problems, but it lacks the �global perspective� of relaxations.

Some attempts have been made at integration. Early out was [21] in which

the idea is explored of coupling CP and LP solvers with bounds propagation

and �xed variables. In [147], CP is used along with LP relaxations in a

single search tree to prune domains and establish bounds. A node can fail

either because propagation produces an empty domain, or the LP relaxation

is infeasible or has an optimal value that is worse than the value of the

optimal solution (discussed below). A systematic procedure is used to create

a �shadow� MIP model for the original CLP model. It includes rei�ed

arithmetic constraints (which produce big-M constraints, illustrated below)

and alldifferent constraints. The modeller may annotate constraints to

indicate which solver should handle them � CP, LP or both.

Some research has been aimed at incorporating better support for symbolic

constraints in IP. [83, 84] show how disequalities (Xi 6= Xj) can be handled

(more) e�ciently in IP solvers. Further, they give a linear modelling of the

alldifferent constraint.

Bockmayr and Kasper propose an interesting framework in [24] for combin-

ing CLP and IP, in which several approaches to integration or synergy are

possible. They investigate how symbolic constraints can be incorporated

into IP much as cutting planes are. They also show how a linear system of

inequalities can be used in CLP by incorporating it as a symbolic constraint.

They also discuss a closer integration in which both linear inequalities and

domains appear in the same constraint store.

B.3 CHARACTERISATION

We start with a basic characterisation of CLP and IP.
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B.3.1 Constraint (Logic) Programming

In Finite Domain CLP each integer variable xi has an associated domain

Di, which is the set of possible values this variable can take on in the

(optimal) solution. The cartesian product of the domains, D1 � : : :�Dn,

forms the solution space of the problem. This space is �nite and can be

searched exhaustively for a feasible or optimal solution, but to limit this

search CP is used to infer infeasible solutions and prune the corresponding

domains. From this viewpoint, CP operates on the set of possible solutions

and narrows it down.

B.3.2 Integer Programming

In contrast to CLP, IP does not maintain and reduce a set of solutions

de�ned by variable domains. It generates a series of complete labellings,

each obtained at a node of the branching tree by solving a relaxation of the

problem at that node. The relaxation is usually constructed by dropping

some of the constraints, notably the integrality constraints on the variables,

and perhaps by adding valid constraints (cutting planes) that make the

relaxation tighter. In a typical application the relaxation is rapidly solved

to optimality with a linear programming algorithm.

If the aim is to �nd a feasible solution, branching continues until the so-

lution of the relaxation happens to be feasible in the original problem (in

particular, until it is integral). Relaxations therefore provide a heuristic

method for identifying solutions. In an optimisation problem, relaxation

also provides bounds for a branch-and-bound search. At each node of the

branching tree, one can check whether the optimal value of the relaxation

is better than the value of the best feasible found so far. If not, there is no

need to branch further at that node.

The dual of the LP relaxation can also provide useful information, perhaps

by �xing some integer variables or generating additional constraints (no-

goods) in the form of �Benders cuts.� [18, 74]. We will see how the latter

can be exploited in an integrated framework.

B.3.3 Comparison of CP and LP

CP can accelerate the search for a solution by
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� reducing variable domains (and in particular by proving infeasibility),

� tightening the linear relaxation by adding bounds and cuts in addition

to classical cutting planes, and

� eliminating search of symmetric solutions, which are often more easily

excluded by using symbolic constraints.

LP can enhance the solver by

� �nding feasible solutions early in the search by �global reasoning,� i.e.,

solution of an LP relaxation,

� similarly providing stronger bounds that accelerate the proof of opti-

mality, and

� providing reasons for failure or a poor solution, so as to produce no-

goods.

B.4 MODELLING FOR HYBRID SOLVERS

The approaches taken so far in the integration of CP and LP are (a) to use

both models in parallel, and (b) to try to incorporate one within the other.

The more fundamental question of whether a new modelling framework

should be used has not yet been explored in any depth. The success of (a)

depends on the strength of the links between the models and to what degree

the overhead of having two models can be avoided. Option (b) is limited

in what it can achieve. The high-level symbolic constraints of CLP cannot

directly be applied in an IP model, and the same holds for attempts to use

IP's cutting planes and relaxations in CLP.

We will use a simple multiple-machine scheduling problem to illustrate the

advantages of a new modelling framework. Assume that we wish to schedule

n tasks for processing on as many as n machines. Each machine m runs at

speed rm. The objective is to minimise the total �xed cost of the machines

we use. Let Rj be the release time, Pj the processing time for speed rm = 1

and Dj the deadline for task j. Let Cm be the �xed cost of using machine

m and tj the start time of task j.

We �rst state an IP model, which uses 0�1 variables xij to indicate the

sequence in which the jobs are processed. Let xij = 1 if task i precedes task
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j, i 6= j, on the same machine, with xij = 0 otherwise. Also let 0�1 variable

ymj = 1 if task j is assigned to machine m, and 0�1 variable zm = 1 if

machine m is used. Then an IP formulation of this problem is,

min
X
m

Cmzm

s.t. zm � ymj ; 8m; j; (B.1)X
m

ymj = 1; 8j; (B.2)

tj +
X
m

Pj
rm

ymj � Dj ; 8j;

Rj � tj ; 8j;

ti+
X
m

Pi
rm

ymi � tj+M(1�xij); 8i 6= j; (B.3)

xij + xji � ymi + ymj � 1; 8m; i < j; (B.4)

zm; ymj ; xij 2 f0; 1g; tj � 0; 8m; i; j:

Constraint (B.3) is a �big-M� constraint. IfM is a su�ciently large number,

the constraint forces task i to precede task j if xij = 1 and has no e�ect

otherwise.

A CLP model for the same problem is

min
X
m

Cmzm

s.t. if mi = mj then

(ti +
Pi
rmi

� tj) _ (tj +
Pj
rmj

� ti); 8i; j; (B.5)

tj +
Pj
rmj

� Dj ; 8j;

Rj � tj ; 8j;

if atleast(m;[m1; : : : ;mn]; 1)

then zm = 1 else zm = 0; 8m; (B.6)

m; mj 2 f1; : : : ; ng; tj � 0; 8j;

where mj is the machine assigned to task j. The CLP model has the advan-

tage of dispensing with the doubly-subscripted 0�1 variables xij and ymi,

which are necessary in IP to represent permutations and assignments. This
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advantage can be pronounced in larger problems. A notorious example is

the progressive party problem (Smith et al., 1995), whose IP model requires

an enormous number of multiply-subscripted variables.

The IP model has the advantage of a useful linear programming relaxation,

consisting of the objective function, constraints (B.1)�(B.2), and bounds

0 � ymj � 1. The 0�1 variables ymj enlarge the model but compensate

by making this relaxation possible. However, the IP constraints involving

the permutation variables xij yield a very weak relaxation and needlessly

enlarge the LP relaxation.

Somehow we must combine the succinctness of the CLP model with an

ability to create a relaxation from that portion of the IP model that has a

useful relaxation. To do this we propose taking a step back to investigate

how one can design a model to suit the solvers rather than adjust the solvers

to suit the traditional models.

B.5 MIXED LOGICAL/LINEAR PROGRAMMING

We begin with the framework of Mixed Logical/Linear Programming

(MLLP) proposed in [89, 95, 96]. It writes constraints in the form of con-

ditionals that link the discrete and continuous elements of the problem. A

model has the form

min cx (B.7)

s.t. hi(y)! Aix � bi; i 2 I;

x 2 Rn; y 2 D;

where y is a vector of discrete variables and x a vector of continuous vari-

ables. The antecedents hi(y) of the conditionals are constraints that can be

treated with CP techniques. The consequents are linear inequality systems

that can be inserted into an LP relaxation.

A linear constraint set Ax � b which is enforced unconditionally may be so

written for convenience, with the understanding that it can always be put in

the conditional form (0 = 0)! Ax � b. Similarly, an unconditional discrete

constraint h can be formally represented with the conditional :h! (1 = 0).

The absence of discrete variables from the objective function will be useful

algorithmically. Costs that depend on discrete variables can be represented
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with conditional constraints. For example, the objective function
P

j cjxj ,

where xj 2 f0; 1g, can be written
P

j zj with constraints (xj = 1)! (zj =

cj) and zj � 0 for all j.

A useful modelling device is a variable subscript, i.e., a subscript that con-

tains one or more discrete variables. For example, if cjk is the cost of

assigning worker k to job j, the total cost of an assignment can be writtenP
j cjyj , where yj is a discrete variable that indicates the worker assigned

job j. The value of cjyj is in e�ect a function of y = (y1; : : : :yn) and can be

written gj(y), where function gj happens to depend only on yj . The MLLP

model can incorporate this device as follows:

min cx

s.t. hi(y)! Li(x; y); i 2 I;

x 2 Rn; y 2 D;

where

Li(x; y) =
X

k2Ki(y)

aik(y)xjik(y) � bi(y):

Note that the model also allows for a summation taken over a variable index

set Ki(y), which is a set-valued function of y, as well as real-valued �variable

constants� bi(y).

Models of this sort can in principle be written in the more primitive form

(B.7) by adding su�ciently many conditional constraints. For example, the

constraint z �
P

j cjyj can be written z �
P

j zj , if the following constraints

are added to the model

(yj = k)! (zj = cjk); all j; k 2 f1; : : : ng;

where each yj 2 f1; : : : ; ng. It is preferable, however, for the solver to

process variables subscripts and index sets directly.

B.5.1 The Solution Algorithm

An MLLP problem is solved by branching on the discrete variables. The

conditionals assign roles to CP and LP: CP is applied to the discrete con-

straints to reduce the search and help determine when partial assignments

satisfy the antecedents. At each node of the branching tree, an LP solver
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minimises cx subject to the inequalities Aix � bi for which hi(y) is deter-

mined to be true. This delayed posting of inequalities leads to small and

lean LP problems that can be solved e�ciently. A feasible solution is ob-

tained when the truth value of every antecedent is determined, and the LP

solver �nds an optimal solution subject to the enforced inequalities.

Computational tests reported in [95] suggest that an MLLP framework not

only has modelling advantages but can often permit more rapid solution of

the problem than traditional MILP solvers. However, a number of issues

are not addressed in this work, including: (a) systematic implementation

of variable subscripts and index sets, (b) taking full advantage of the LP

solution at each node, and (c) branching on continuous variables and prop-

agation of continuous constraints.

B.5.2 An Example

We can now formulate the multiple machine scheduling problem discussed

earlier in an MLLP framework. Let k index a sequence of events, each of

which is the start of some task. In the following model we will focus on

the events, using mappings from events to tasks and events to machines,

respectively.

Tasks
sk

Events
tk

Machines
mk

��������t1
������������� 1

�������������� M1

��������t2

�������������
2

�������������� M2

��������t3 �� 3

�������������� M3
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Variable tk will now be the start time of event k, sk the task that starts,

and mk the machine to which it is assigned. The formal MLLP model is,

min
X
m

fm

s.t. (mk = ml)! (tk +
Psk
rmk

� tl); 8k < l;

tk +
Psk
rmk

� Dsk ; 8k;

Rsk � tk; 8k;

alldifferentfs1; : : : ; sng;

fmk
= Cmk

; fm � 0; 8k;m:

The model shares CLP's succinctness by dispensing with doubly-subscripted

variables. To obtain the relaxation a�orded by IP, we can simply add the

objective function and constraints (B.1)�(B.2) to the model, and link the

variables ymi to the other variables logically in (B.10).

min
X
m

Cmzm

s.t. (mk = ml)! (tk +
Psk
rmk

� tl); 8k < l;

tk +
Psk
rmk

� Dsk ; 8k;

Rsk � tk; 8k;

alldifferentfs1; : : : ; sng;

zm � ymj ; 8m; j; (B.8)X
m

ymj = 1; 8j; (B.9)

ymksk = 1; 8k: (B.10)

The relaxation now minimises
P

m Cmzm subject to (B.8), (B.9), 0 � ymj �

1, and ymj = 1 for all ymj �xed to 1 by (B.10). One can also add a number

of additional valid constraints involving the ymj 's and the tk's.

B.5.3 A Perspective on MLLP

The framework for integration described in [24] provides an interesting per-

spective on MLLP. The CLP literature distinguishes between primitive and
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nonprimitive constraints. Primitive constraints are �easy� constraints for

which there are e�cient (polynomial) satisfaction and optimisation proce-

dures. They are maintained in a constraint store, which in �nite-domain

CLP consists simply of variable domains. Propagation algorithms for non-

primitive constraints retrieve current domains from the store and add the

resulting smaller domains to the store.

In IP, linear inequalities over continuous variables are primitive because

they can be solved by linear programming. The integrality conditions are

(the only) nonprimitive constraints.

Bockmayr and Kasper propose two ways of integrating LP and CP. The

�rst is to incorporate the LP part of the problem into a CLP framework

as a nonprimitive constraint. Thus LP becomes a constraint propagation

technique. It accesses domains in the form of bounds from the constraint

store and add new bounds obtained by minimising and maximising single

variable.

A second approach is to make linear inequalities primitive constraints. The

constraint store contains continuous inequality relaxations of the constraints

but excludes integrality conditions. For example, discrete constraints x1_x2
and :x1 _ x2 could be represented in the constraint store as inequalities

x1 + x2 � 1 and (1 � x1) + x2 � 1 and bounds 0 � xj � 1. If constraint

propagation deduced that x2 is true, the inequality x2 � 1 would be added

to the store. This is an instance of what has long been known as �prepro-

cessing� in MILP, which can therefore be viewed as a special case of this

second kind of integration.

MLLP is a third type of integration in which two constraint stores are

maintained (see Figure B.1). A classical �nite domain constraint store,

Nonprimitive
Constraint 1��

��

��

���������������
: : : Nonprimitive

Constraint n��

��

��

		�������������

FD Store LP Store

Figure B.1: Constraint stores and nonprimitive constraints in MLLP

SFD, contains domains, and the LP constraint store, SLP , contains linear
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inequalities and bounds. The nonprimitive constraints can access and add

to both constraint stores. Since only domain constraints xi 2 Di exist in the

FD store, integrality constraints can remain therein as primitive constraints.

There are no continuous variables in the CP store and no discrete variables

in the LP store. The conditional constraints of MLLP act as the prime

inference agents connecting the two stores, reading domains of the CP store

and adding inequalities to the LP store (Figure B.2).

In the original MLLP scheme, the conditionals are unidirectional, in the

sense that they infer from SFD and post to SLP and not vice-versa. This is

because the solution algorithm branches on discrete variables. As the dis-

crete domains are reduced by branching, the truth value of more antecedents

is inferred by constraint propagation, and more inequality constraints are

posted. However, conditionals in the opposite direction could also be used

if one branched on continuous variables by splitting intervals. The an-

tecedents would contain continuous numerical constraints (not necessarily

linear inequalities), and the consequents would contain primitive discrete

constraints, i.e., restrictions on discrete variable domains. The truth value

of the antecedents might be inferred using interval propagation.

We will next give two more examples of nonprimitive constraints in MLLP;

a generalised version of the element constraint for handling variable sub-

scripts, and a constraint which derives nogoods from SLP .

B.5.4 Variable Subscripts

As seen before, MLLP provides variable subscripts as a modelling com-

ponent, but an expansion to conditional constraints is in most cases not

tractable. Instead a nonprimitive constraint, or inference agent, can be

designed to handle variable subscripts more e�ciently.

There are basically two cases in which a variable subscript can occur � in

a discrete constraint or in a continuous inequality. In the former case it can

either be a vector of constants or a vector of discrete variables; both of these

correspond to the traditional use of the element/3 [110] constraint found

in all major CP systems and libraries (e.g. [52, 54]). This constraint takes

the form elementFD(I, [X1; : : : ; Xn], Y ), where I is an integer variable

with domain DI = f1; : : : ; ng, indexing the list, and Y = XI .
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Here we will consider the second case, elementLP(I, [X1; : : : ; Xn], Y ),

where I is still a discrete, indexing variable, but xi and Y are continuous

variables or constants. Propagating this constraint can be done almost as

before. Let the interval [min(xi);max(xi)] be the domain of xi. Then upon

change of the domain of I , we can compute

min = fmin(xi)ji 2 DIg

max =fmax(xi)ji 2 DIg

reading DI from the SCP and the adding new bounds

min � Y � max

to SLP . Similarly, bounds of Y can be used to prune DI . (Stronger bounds

for variables in LP can be obtained by minimising and maximising the

variable subject to the linear inequalities in SLP , which for some cases

might be bene�cial.)

The important point here is not the details of how we can propagate this

constraint, but rather to exemplify how an inference agent can naturally

access both constraint stores.

B.5.5 Infeasible LP

When the LP is infeasible, any dual solution speci�es an infeasible linear

combination of the constraint set. For each conditional constraint yi !

Aix � bi; i 2 I where some ax � b 2 Aix � bi has a corresponding nonzero

dual multiplier, we can form the logical constraint_
i2I

:yi

This nogood [158] must be satis�ed by any solution of the problem, because

its corresponding set of linear inequalities forms an infeasible combination.

This scheme can naturally be encapsulated within a nonprimitive constraint,

nogood, reading from SLP and writing to SFD. This agent can collect,

merge and maintain no-goods for any combination of nonzero dual values in

any infeasible LP node, and can infer primitive and nonprimitive constraints

which will strengthen SFD. A related use of the infeasible combination

has previously been explored in the context of intelligent backtracking [48].

Figure B.2 shows our nogood constraint and the other basic nonprimitive

constraints of MLLP.
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Figure B.2: Nonprimitive constraints in MLLP

B.5.6 Feasible LP

In IP, the solution of the relaxation provides a complete labelling of the

variables. This sort of labelling is not immediately available in MLLP,

because the relaxation involves only continuous variables. However, the

solution �x of a feasible relaxation can be heuristically extended to a complete

labelling (�x; �y) that may satisfy the constraints. (Because y does not occur

in the objective function, its value will not a�ect the optimal value of the

problem.) Given any conditional hi(y) ! Aix � bi, hi(�y) must be false if

Ai�x 6� bi, but it can be true or false if Ai�x � bi. One can therefore employ a

heuristic (or even an exhaustive search) that tries to assign values �yj to the

yj 's from their current domains so as to falsify the antecedents that must

be false.

B.6 CONCLUSION

LP and CP have long been used separately, but they have the potential to be

integrated as complementary techniques in future optimisation frameworks.

To do this fully and in general, the modelling traditions of mathematical

programming and constraint programming also must be integrated. We

propose a unifying modelling and solution framework that aims to do so.

Continuous and discrete constraints are naturally combined using condi-

tional constraints, allowing a clean separation and a natural link between

constraints amenable to CP and continuous inequalities e�ciently handled

by LP.
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The complementing strengths of Constraint (Logic) Programming (CLP)

and Mixed Integer Programming (IP) have recently received signi�cant

attention. Although various optimisation and constraint programming

packages at a �rst glance seem to support mixed models, the modelling

and solution techniques encapsulated are still rudimentary. Apart from

exchanging bounds for variables and objective, little is known of what

constitutes a good hybrid model and how a hybrid solver can utilise the

complementary strengths of inference and relaxations. This paper adds

to the �eld by identifying constraints as the essential link between CLP

and IP and introduces an algorithm for bidirectional inference through

these constraints. Together with new search strategies for hybrid solvers

and cut-generating mixed global constraints, solution speed is improved

over both traditional IP codes and newer mixed solvers.
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C.1 INTRODUCTION

In this paper we continue exploring the integration of constraint program-

ming and mathematical programming, speci�cally Constraint Propagation

(CP) and Linear Programming (LP), extending our previous work [89, 95,

96, 98, 99]. In particular, we examine in more detail how to model for a

hybrid solver and how to solve hybrid models, inter alia by giving speci�c

examples. We also provide benchmarks for a production planning problem.

The main contributions of this paper are:

� Mixed global constraints connecting CP and LP:

� Variable subscripts and the compilation of variable subscripts in

continuous functions, i.e., an extension of the element constraint

to the continuous domain. We also describe its relation to dis-

junctive programming.

� A mixed global constraint for semi-continuous piecewise linear

functions.

� A scheme for bidirectional inference between CP and LP, i.e., be-

tween the Finite Domain constraint store (FD store) and the Linear

Programming constraint store (LP store) [98].

� New search strategies for hybrid models.

The last few years have seen increasing interest and e�ort in the integra-

tion of constraint programming and mathematical programming. The main

objective of such an integration is to take advantage of both the inference

through CP and the (continuous) relaxations through LP, in order to reduce

the size of the search tree.

The key decisions to be made for integrating Constraint (Logic) Program-

ming (CLP) and Integer Programming (IP) are the (a) models, (b) infer-

ence, (c) relaxations, and, (d) search and branching strategies to use. For

example, [24] introduces a framework with a combined constraint store and

symbolic constraints that produce cutting planes; [88] combines two dif-

ferent models in two synchronised search trees; and, [147] automatically

produces and updates a shadow copy of a CLP model on the continuous

side, with constraint propagation and linear relaxations in a single search
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tree. A common feature of these methods is to communicate bounds, as

introduced in [21].

In [98], we advocate to use neither the CLP nor the IP model but rather to

model speci�cally for the hybrid solver, roughly separating the problem into

a discrete part (FD store) and a continuous part (LP store). This achieves

domain reduction on the FD store (constraint propagation), inference from

the FD store to the LP store (bounds and cutting planes) and a natural

relaxation (the LP relaxation).

Missing in previous research was inference from the LP store to the FD

store, causing the communication to be mainly unidirectional. Constraint

propagation can not be done e�ectively from the LP store to the FD store,

since an LP solver only gives a single solution to the current problem, so we

are not drawing inference from a set which contains all the possible solutions

as in CLP. The bounds provided by LP are usually weak and too costly to

improve. We remedy this by adding inference from the LP solution to the

FD store.

This paper is organised as follows. This section laid out the history of e�orts

in integrating CLP and IP. Section C.2 introduces our framework, Mixed

Logical/Linear Programming (MLLP). In Sec. C.3 we expand this frame-

work with mixed global constraints, taking variable subscripts and piecewise

linear functions as speci�c examples. Section C.4 focuses on algorithms and

rules for inference and branching strategies. In Sec. C.5 we introduce a pro-

duction planning problem and then compare MLLP computationally with

other approaches in Sec. C.5.3. Finally, Sec. C.6 summarises our results.

C.2 MIXED LOGICAL/LINEAR PROGRAMMING (MLLP)

To lay the basis for the subsequent discussion, we recapitulate the basic

framework of MLLP, proposed in [89, 95, 96, 98, 99]. In that framework,

constraints are in the form of conditionals that link the discrete and con-

tinuous elements of the problem. An MLLP model has the form

min cx

s.t. hi(y)! Aix � bi; i 2 I; (C.1)

x 2 Rn ; y 2 D;
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where y is a vector of discrete variables and x a vector of continuous vari-

ables. The antecedents hi(y) of the conditionals are constraints that can be

treated with CP techniques. The consequents are linear inequality systems

that form an LP relaxation.

A linear constraint set Ax � b which is enforced unconditionally may be so

written for convenience, with the understanding that it can always be put

in the conditional form T ! Ax � b. Similarly, an unconditional discrete

constraint h can be formally represented with the conditional :h ! (0x =

1).

An MLLP problem is solved by branching on the discrete variables. The

conditionals assign roles to CP and LP: CP is applied to the discrete con-

straints to reduce the search and help determine when partial assignments

satisfy the antecedents. At each node of the branching tree an LP solver

minimises cx subject to the inequalities Aix � bi for which hi(y) is deter-

mined to be true (entailed). This delayed posting of inequalities leads to

small and lean LP problems that can be solved e�ciently. A feasible so-

lution is obtained when the truth value of every antecedent is determined

(entailed or disentailed) and the LP solver �nds an optimal solution subject

to the enforced inequalities.

C.3 MIXED GLOBAL CONSTRAINTS

The need for global constraints, such as alldifferent, has been recognised

for quite some time in constraint programming. One reason they were

introduced is that they allow the modeller to represent a problem in a more

�natural� and compact manner, i.e., they extend the expressiveness of the

modelling language. Also, they open up the possibility to include structure

speci�c propagation into a general solver and are thus extremely important

for the e�ciency of the solver.

Mathematical programming has still not seen the advantage of global con-

straints to the same extent. Modelling languages for LP/IP, such as

AMPL [65], do include some constructs to aid the modeller in writing com-

pact and easy-to-understand models. Those constructs, however, have to

be transformed into linear inequalities before being sent to an LP/IP solver

and the structural information is lost in the process. Although the structure

may be known to the modeller it can not be communicated to the solver and
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the solver has to �nd and recognise the structure on its own to be able to

apply logical processing to it, resulting in less e�cient solution algorithms

than what would have been possible. Recently though some work has been

done on this topic [24].

In a framework such as MLLP,mixed global constraints serve both as a mod-

elling tool and a way to exploit structure in the solution process. Mixed

global constraints can be written in the form (C.1) as conditionals, anal-

ogous to global constraints in CLP, but improve the solution process by

improving the propagation. This will be illustrated for variable subscripts

and piecewise linear functions.

C.3.1 Variable Subscripts in Linear Constraints

Variable subscripts, i.e., subscripts that contain one or more discrete vari-

ables, are a very useful modelling device. For example, if cjk is the cost of

assigning worker k to job j, the total cost of an assignment can be writtenP
j cjyj , where yj is a discrete variable indicating the worker assigned to

job j. The value of cjyj can, however, not be determined when the model

is compiled, as it hinges on the value of the variable yj , and thus has to be

deferred to the solver in some form.

A variable subscripted expression can, in principle, be written in the more

primitive form (C.1) of conditional constraints. For example, the constraint

z �
P

j cjyj can be written z �
P

j zj , if the following conditional con-

straints are added to the model,

(yj = k)! (zj = cjk); 8(j; k) 2 f1; : : : ; ng � f1; : : : ;mg:

It is preferable, however, that the solver process variable subscripts directly,

to improve the inference, as will become more clear in what follows.

A constraint called (discrete) element, which mimics array lookup, has

been used for a long time in the CLP community to represent variable

subscript [110]. The expression z = xy, where z and y are discrete variables

and x1; : : : ; xn are discrete variables (or constants), is equivalent to

element(y; [x1; : : : ; xn]; z);

given that the domain of y is Dy = f1; : : : ; ng. Propagation for this con-

straint is usually [hyper]arc- or bounds-consistency if x is an array of con-

stants [variables].



Appendix C. Mixed Global Constraints and Inference 88

We expand on this construct by allowing variable subscripts to appear in

continuous linear functions (constraints or objective function). The variable

subscripts are presented to the solver in the following way: Any term with a

variable subscript is replaced by an arti�cial variable in the LP solver, which

is then constrained by introducing one or more mixed element constraints.

For example, the linear constraints

dyxy +
X
i2S

ci;y = 42; dyxy � 0;

where S = f1; : : : ;mg and y 2 f1; : : : ; ng, are compiled into

z1 +
P

i2S wi = 42; z2 � 0;

element(y; [x1; : : : ; xn]; z
0
1); element(y; [c11; : : : ; c1n]; w1);

element(y; [d1; : : : ; dn]� z01; z1); element(y; [c21; : : : ; c2n]; w2);

element(y; [x1; : : : ; xn]; z
0
2); � � �

element(y; [d1; : : : ; dn]� z02; z2); element(y; [cm1; : : : ; cmn]; wm):

Note that dyxy has to be replaced by a single variable in each constraint to

avoid nonlinearity.

There are two basic optimisations to be made when compiling variable sub-

scripts; common subscript elimination and subscript folding. The �rst con-

sist simply of detecting if the same subscripts occurs more than once, and

if so, reuse the element constraint generated. This can be done across

the whole problem, i.e., the reuse need not be limited to be within the

same linear inequality. The second reduces the number of element con-

straints introduced, by folding several variable subscripted constants into

one. This amounts to summing all the constants within the same linear

expression pairwise and then constraining a single arti�cial variable with a

mixed element constraint. Revisiting our previous example, the constraints

can be more compactly compiled into

z + w = 42; z � 0;

element(y; [x1; : : : ; xn]; z
0); (C.2)

element(y; [d1; : : : ; dn]� z0; z); (C.3)

element(y; [
X
i2S

ci;1; : : : ;
X
i2S

ci;n]; w): (C.4)
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As illustrated in the example above, our MLLP modelling language and

solver support three kinds of subscripted expressions in linear functions:

element(y; [a1; : : : ; an]; z) , z = ay; (C.5)

element(y; [x1; : : : ; xn]; z) , z = xy ; (C.6)

element(y; [a1; : : : ; an]� x; z), z = ayx: (C.7)

The modeller compiles general expressions containing variable subscripts

by summing and chaining together (C.5)�(C.7), and the solver can propa-

gate bounds and create cuts for these structures. We observe that (a) any

linear expression with variable subscripts can be decomposed by the mod-

eller using these three forms, and, (b) they are simple enough to propagate

e�ciently [99].

Note that subscript folding is limited by this vocabulary, subscripted vari-

ables can, e.g., not be folded. Also, some information may be lost when

decomposing an expression into several element constraints. For example,

the minimum lower bound for z0 in our example above, derived using bounds

propagation on (C.2), might occur at a di�erent index than the minimum of

the di's in (C.3). This decoupling might thus give a weaker bound on z than

by indexing directly on dyxy in a single element constraint. There would

not be any bene�t, however, from having a new variant of the element

constraint for dyxw (except in the special case of y � w as in the example

above) as dyxw is naturally decoupled by the two di�erent indexing vari-

ables and no information is lost by decomposing z = dyxw to z0 = xw and

z = dyz
0.

More complex expressions can be handled by a more general form of the

element constraint, instead of using decomposition. As we alluded to in

Sec. C.1, there is an intimate connection between variable subscripts in

linear expressions (the mixed element constraint) and disjunctive program-

ming. In fact, the three forms of the mixed element constraint above,

eq. (C.5)�(C.7), are special cases of a general mixed global disjunctive con-

straint

disjunctive(y; [A1x � b1; : : : ; Anx � bn]);

where y indexes among the linear systems in the second argument. Given

the domain of y, what can be inferred in terms of bounds and cuts on the
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continuous variables x? This constraint has to produce cutting planes to

identify the convex hull of the disjunction_
i2Dy

�
Aix � bi

�
;

which is far more complex than the inference for the three frequently and

naturally occurring structures (C.5)�(C.7), although it has been studied in

the literature [9].

The propagation rules for the mixed element constraints are similar to

the discrete case. Let the interval [min(xi);max(xi)] be de�ned by the

bounds on xi. Then upon change of the domain of y, we can compute

min = fmin(xi) j i 2 Dyg and max = fmax(xi) j i 2 Dyg and add new

bounds min � z � max to the LP. Reversely, the bounds of z can be

used to prune Dy. More on propagation and relaxations for the element

constraint can be found in [99].

It is interesting to make a comparison with variable subscripts in constraint

programming at this point. The element constraint has been widely used

in the CLP community for a long time, but only in two simple discrete

forms, ay and xy (the latter only rarely). The existence of many other

discrete global constraints could be the reason for the limited use of variable

subscripts in CLP, and its limited vocabulary is partly explained by the fact

that the primitive constraints (the easily handled constraints comprising the

constraint store) are di�erent in IP (LP) and CLP (CP). Arc- and bounds

consistency on a CLP constraint store, containing only domain constraints

(x 2 D), allows the decomposition of variable subscripts (by the modeller)

without loss of domain reduction power. This is not the case when the

constraint store is composed of linear inequalities, as in our case, and a

more expressive vocabulary is needed.

Variable Subscripts in Bounds Bounds on variables are traditionally re-

quired to be constants at compile time, given by the modeller to the solver,

derived automatically or simply set to some smallest and largest possible

value.
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We extend this by allowing variable subscripts in bounds expressions, where

the variable is declared. Declaratively, this amounts to posting the con-

straints

ly � x � uy (C.8)

where l [u] is the lower [upper] bound vector and y a discrete variable.

Procedurally, the variable subscripted bounds have two drawbacks. First,

they are naïvely compiled into

z1 � x; x � z2; (C.9)

element(y; [l1; : : : ; ln]; z1); (C.10)

element(y; [u1; : : : ; un]; z2); (C.11)

which introduces two new variables, two mixed element constraints and two

linear inequalities. Secondly, and a more re�ned trap for our solver, the val-

ues of x, z1 and z2 in a continuous solution may be such that no value i 2 Dy

satis�es (C.10)�(C.11), despite the fact that some value i 2 Dy together with

x satis�es the original variable subscripted bounds (C.8). Methods aimed at

�nding such satisfying values (see Sec. C.4.1) might then fail unnecessarily.

This happens in practise and impedes the solver in completing the solution

and causes extra branching in the search.

These two problems are avoided by compiling the bounds directly into

element�(y; [l1; : : : ; ln]; x); (C.12)

element�(y; [u1; : : : ; un]; x); (C.13)

where (C.12) [(C.13)] only performs lower [upper] bound propagation. Since

the arti�cial variables are eliminated, values for y satisfying (C.12)�(C.13)

will be found correctly. The mixed element constraint described above

is declaratively equivalent to element� ^ element�, and is referred to as

element= in ambiguous cases.

C.3.2 Semi-continuous Piecewise Linear Functions

Piecewise linear functions arise in a variety of problems. In this section we

introduce two new ways of modelling and solving piecewise linear structures.

The �rst is through the previously introduced variable subscripts and the

second uses a specialised mixed global constraint.
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A piecewise linear function consists of a set of line segments, usually with

joint endpoints but possibly disjoint, which we refer to as semi-continuous.

The segments constrain the v-axis (output variable, e.g., price) wrt. the

u-axis (input variable, e.g., quantity), and also constrain the u-axis if the

segments are disjoint. Segment i, denoted by the variable y, goes from point

(ui; vi) to point (�ui; �vi). We use v(u�) to refer to the v-value of the function

at u-value u�.

Using variable subscripts, we can model the function as

v = vy + cy(u� uy); uy � u � �uy; vy � v � �vy; y 2 f1; : : : ; ng;

where ci = (�vi � vi)=(�ui�ui) is the slope of segment i. As explained in the

previous sections, this will be compiled into

v = z1 + z2 (C.14)

element=(y; [c1; : : : ; cn]� u; z1) (C.15)

element=(y; [v1 � c1u1; : : : ; vn � cnun]; z2) (C.16)

element�(y; [u1; : : : ; un]; u) (C.17)

element�(y; [�u1; : : : ; �un]; u) (C.18)

element�(y; [v1; : : : ; vn]; v) (C.19)

element�(y; [�v1; : : : ; �vn]; v) (C.20)

Consider the piecewise linear function in Fig. C.1. It consists of four seg-

ments (numbers in circles), the �rst is the origin (of zero-width), the next

three range between u-values 1�2, 2�3 and 3�5. At the depicted state the

segment chosen is constrained to be 2 or 3, i.e., y 2 f2; 3g. Bounds prop-

agation in the element constraints will now produce the linear relaxation

shown in light grey. The horizontal and vertical borders are obtained by up-

dating the bounds for the continuous variables u and v, eq. (C.17)�(C.20).

The other two borders (marked a and b) have slopes which are the e�ects of

the bounds propagation of (C.15), and an o�set which comes from (C.16).

Note that the upper bound a is parallel to the steeper segment 2 and the

lower bound b is parallel to segment 3.

Although the function is compactly described with variable subscripts, the

solver does not know the true origin of the constraints, i.e., that it describes
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Figure C.1: A piecewise linear function. The light grey area depicts

the linear relaxation using variable subscripts, the dark grey area the

relaxation obtained with the piecewise constraint.

a piecewise linear function. As an alternative, consider introducing a new

mixed global constraint representing a piecewise linear function,

piecewise(y;O; u; [u1; : : : ; un]; [�u1; : : : ; �un]; v; [v1; : : : ; vn]; [�v1; : : : ; �vn]);

where y is the discrete variable indicating the segment in which the values of

u and v lie, and O indicates the orientation of the constraint, i.e., whether

v has to be above, below or on the piecewise linear function. Then a tighter

linear relaxation can be produced by instead adding the cuts surrounding

the dark grey triangle in Fig. C.1. If O is above [below] only the lower [upper]

cuts have to be posted, if it is on then both the lower and the upper cuts

have to be posted. In addition to posting and updating the cuts described,

the constraint performs bounds propagation on both the discrete and the

continuous variables. For Dy = fp; : : : ; qg the propagation rules for concave

functions are:

O 2 {below, on} : v � vi + ci(u� ui); 8i 2 fp; : : : :qg,

O 2 {above, on} : v � (�vq � vp)=(�uq � up)u+ (vp�uq � �vqup)=(�uq � up),

Bounds on u, v : up � u � �uq, vp � v � �vq .
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The second rule constrains the solution to lie above the line (up; vp) �

(�uq; �vq). For convex functions the rules are swapped for above and below,

and the inequalities are inverted.

These bounds and cuts provide the convex hull relaxation, which is the best

we can do. Also, in the case of a concave above [below] piecewise linear

function it is equivalent to the standard MIP [LP] relaxation (MIP and LP

are reversed for convex functions), but introduces no new variables.

Declaratively, the piecewise constraint can be written in the form (C.1) as

follows,

(y = i)!
�
v = vi + ci(u� ui); ui � u � �ui; vi � v � �vi

�
; 8i 2 f1; : : : ; ng;

but the piecewise extension of MLLP allows the use of the above described

propagation rules which provides more inference.

The general syntax of the piecewise constraint, i.e., specifying both the

start and end point of each segment, is necessary due to semi-continuous

characteristic of a general piecewise linear function. Note, e.g., that a �xed-

charge piecewise linear constraint is a special case of this constraint. Fur-

thermore, the syntax allows for functions that are neither convex nor con-

cave, and generating the convex hull for such general semi-continuous piece-

wise functions is then a matter of �nding the convex hull of a set of points.

This is a well known problem in computational geometry and can be done

e�ciently [38]. A simpler syntax for continuous functions could of course

be adopted, e.g., as in AMPL [65] and OPL [162], where the functions are

assumed to be continuous and starting at the origin, and only the end point

and slope of each segment are speci�ed.

C.4 ALGORITHMIC EXTENSIONS

In CLP, good support for de�ning problem speci�c search strategies is es-

sential. Strategies derive branching decisions from the current domains of

variables and the structure of the constraint graph. Well-known strategies

are fail-�rst, most-constrained and earliest-start-time (scheduling problems)

for variable selection and domain-splitting for value choice [110].

In IP, the solution of the relaxation provides a complete labelling of the

variables, i.e., each variable, whether continuous or integer, has a value in
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the solution to the relaxation. The bene�t of this is twofold; (a) variables

which require integral values might get integral values in the labelling �by

chance� or might be roundable by a heuristic to an integral value, and, (b)

if not, their fractional values provide valuable information for branching

strategies.

The basic strategies from CLP remain available for a hybrid system like

MLLP since the discrete decision variables still have domains and the dis-

crete constraints still form a constraint graph. But in a solver where dis-

crete and continuous variables have been separated, like in MLLP, discrete

variables will not readily have values from the relaxation. The relaxation

provides a value for x in (C.1) and a part of y might be determined by

branching, but y is not given a value by the relaxation since it is not a part

of it.

The relaxation and y are connected through conditional and mixed global

constraints (element, piecewise, etc), and we need a new technique to

communicate the impact of the linear relaxation solution to y. This section

aims to show how this can be accomplished, and at the same time retain

the ability of CLP to de�ne custom search strategies.

C.4.1 Back-Propagation

At a node of the search tree, assume the following sequence of steps has been

taken: (a) The branching choice has been enforced, (b) constraint propaga-

tion has been performed on discrete, logical and global constraints, and, (c)

the resulting linear relaxation has been solved, with optimal solution x�.

At this point, if all constraints are determined, we have a complete solution.

If not, we might need to branch further. However, it might possible to

extend the solution x� of the relaxation to a complete solution (y�; x�)

that satis�es all constraints. And if not, we should deduce information for

branching strategies.

Therefore, before branching, the following procedure, back-propagation, is

performed. Once it is done, all the changes are undone before going on�the

e�ects are local to this node. The procedure consists of executing a set of

propagation rules, speci�c to each kind of constraint connecting the FD and

LP store. The following are the rules for the constraints discussed in this

paper, serving as examples:
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� For any conditional constraint hi(y) ! Aix � bi, enforce the con-

straint :hi(y) if Aix� 6� bi.

� For any element(y; (v1; : : : ; vk); z), where z occurs with a positive

coe�cient on the left-hand side-side of an (in)equality of type:

� : let Dy = Dy \ fj j v�j � z�g,

� : let Dy = Dy \ fj j v�j � z�g,

= or both � and � : let Dy = Dy \ fj j v�j = z�g.

� For any

piecewise(y;O;u; [u1; : : : ; un]; [�u1; : : : ; �un];

v; [v1; : : : ; vn]; [�v1; : : : ; �vn]);

if:

O 2 {below, on} :

let Dy = Dy \ fj j (uj � u� � �uj) ^ (v� � v(u�))g,

O 2 {above, on} :

let Dy = Dy \ fj j (uj � u� � �uj) ^ (v� � v(u�))g.

This will reduceDk to (a) ?, if u
� is outside a segment, (b) a singleton,

if it is within a single segment, or, (c) a domain of cardinality two, if

u� is on the joint point of two segments.

After these rules have been applied, standard constraint propagation is per-

formed for all purely discrete constraints. All elements of domains of discrete

variables are now consistent with the current LP solution. If all constraints

are determined, we have a complete solution. If some domain is empty, we

say the back-propagation failed for this variable, and we need to branch fur-

ther. If no domain is empty, but some purely discrete constraints are still

not determined, we can search for a solution within the current domains

that determines those constraints. If we choose not to, or we fail to �nd

one, we continue to branch.

So far we have achieved our equivalent of item (a) above, i.e., we take advan-

tage of the fact that some discrete variables will �be integral in the labelling

by chance�, or as we would put it, will �have discrete values satisfying the

continuous constraints by chance�.
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We refer to this technique as back-propagation for two reasons; (a) it is

a form of inference, speci�cally tailored for each constraint, and (b) the

constraints communicate their inferences back from the relaxation to the

domains of shared variables. It should be pointed out that unlike the stan-

dard propagation, mixed constraints only back-propagate once, i.e., the

back-propagation need not be encapsulated in a �x-point iteration. Recall

also that since back-propagation is inference from one solution of many

possible to the relaxation, its e�ect are node-speci�c, and must be undone

before branching further.

In [53] a similar scheme called unimodular probing, is used to derive con-

straint violations from a totally unimodular subset of linear inequalities

solved as an LP. The violated constraints indicates possible branching

choices. Similarly, the value extraction for shadowed variables, i.e., a vari-

able present in both CP and LP [147, 162], is also a special case of back-

propagation, allowing branching strategies based on the LP solution values.

C.4.2 Branching Strategies

In a branching strategy there are two choices to make; what variable to

branch and on, and what value to set it to. In IP it is very common to branch

on the most fractional variable, resolving the �biggest� inconsistencies �rst.

Using the domains after back-propagation, we can accomplish something

similar, called back-propagation-failure. This strategy selects �rst any vari-

able whose domain became empty during back-propagation, and secondly

any variable whose domain after back-propagation was not singleton, and

�nally falls back on a standard fail-�rst strategy on the domains as they

were before back-propagation. Variables with singleton domains after back-

propagation are skipped since they have a consistent value.

For the value choice, a common choice in IP is to create two branches,

x � bx�c and x � dx�e, and branch on the one closer to integral �rst.

The equivalent in MLLP is to �rst chose a value y� which is consistent

with one, several or all of the continuous constraints. We can choose to do

domain splitting on this value (called split-on-lp), creating branches y � y�

and y � y� + 1. We can also, which makes even more sense, create three

branches (called triple-on-lp): y = y�, y � y��1 and y � y�+1, preferably

tried in that order.
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All of the above value heuristics can also be combined with a best-branch

selection, i.e., the objective value for the branches are computed, and the

branches are tried in the order of greatest potential (best objective value).

Computing the objective value before choosing a branch should not be con-

fused with strong-branching [40]. Strong branching precomputes objective

values for use in variable selection and will therefore incur overhead by

solving relaxations for branches never taken. In contrast, best-branch is a

best-bound node selection strategy, where the set of candidate nodes are the

children of the current node. It will only move some computation up in the

search tree, since all branches will eventually be considered, and thus not

cause any overhead.

C.5 A PRODUCTION PLANNING PROBLEM

Consider a plant where a number of resources are used to manufacture a set

of products, each produced unit requiring a certain amount of each resource.

The objective is to maximise the pro�t. The revenue for a product does not

increase proportionally with volume, since larger volumes gives discount to

the buyer of the products, and is therefore approximated using a piecewise

linear function. Similarly, resources are also volume discounted, and in ad-

dition, there is a minimum buying quantity for each resource if it is bought,

which makes the corresponding piecewise linear function semi-continuous,

i.e., a �xed-charge piecewise linear function. There are two additional con-

straints on production. First, there is a limit (plant capacity) on the total

production. Second, the production equipment requires each product to be

produced in a certain scale, e.g., small-scale, medium-scale, large-scale, etc.,

which limits the production to corresponding disjoint intervals.

C.5.1 An MLLP Model

Using the piecewise global constraint described in Sec. C.3.2, the formula-

tion is straightforward. Variable rj is the revenue for product j, ci the cost

of resource i, yRj the segment where production vj lies for product j, y
C
i the

segment where usage ui lies for resource i, and sj is the production scale

for product j. Parameters uik and �uik denote upper and lower range of

segment k for resource i, and C ik and �Cik the corresponding accumulated

cost at those points. Similarly, vjk ; �vjk and Rjk ;
�Rjk describe the piecewise

linear revenue function. Note that ui1 = �ui1 = 0 and ui2 > 0, enforcing
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the minimum purchase quantity directly through the global semi-continuous

piecewise constraint.

max
X
j

rj �
X
i

ci

s.t. piecewise(yCi ; ui; ui1; : : : ; uin; �ui1; : : : ; �uin;

ci; Ci1; : : : ; Cin;
�Ci1; : : : ; �Cin); 8i; (C.21)

piecewise(yRj ; vj ; vj1; : : : ; vjm; �vj1; : : : ; �vjm;

rj ; Rj1; : : : ; Rjm;
�Rj1; : : : ; �Rjm); 8j; (C.22)X

j

aijvj � ui; 8i; (C.23)

X
j

vj � plant_cap; (C.24)

wj;sj
� vj � �wj;sj ; 8j; (C.25)

ui; ci; vj ; rj � 0; 8i; j;

yCi 2 f1; : : : ; ng; y
R
j 2 f1; : : : ;mg; sj 2 f1; : : : ; lg; 8i; j:

Note the variable subscripted bounds (C.25) enforcing the restrictions on

the scale of production.

C.5.2 Other Models

An IP Model: A traditional IP model, see Fig. C.2, can be found by

expanding the piecewise constraints to LP constraints for the revenue

(concave maximisation (below), constraints (C.26)�(C.27)), where R̂jk is

the revenue of each unit produced in interval k, and MIP constraints for the

cost (concave minimisation (above), constraints (C.28)�(C.31)). Due to lack

of variable subscripts, the production scale intervals have to be encoded as

a MIP structure (constraints (C.32)�(C.34)).

Notice that yjk are SOS�3 variables [40] due to (C.34), which can be used

by the IP solver. Informing the IP solver about the SOS�3 variables is

optional, the model is still valid without that information. It is necessary,

however, to tell the solver about the SOS�2 variables, �ik , as the model is

incorrect without that information.

Finally, note that the semi-continuous minimum purchase quantity is en-

forced through an extra constraint (C.31).
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max
X
j;k

R̂jkvjk �
X
i

�
Ci2�i1 +

X
k�2

�Cik�ik

�
s.t. vj =

X
k

vjk ; 8j; (C.26)

vjk � �vjk � vjk; 8j; k; (C.27)

ui = ui2�i1 +
X
k�2

�uik�ik; 8i; (C.28)

X
k

�ik = 1; 8i; (C.29)

f�i1; : : : ; �ing is an SOS�2 set; 8i; (C.30)

ui2bi � ui �Mbi; 8i; (C.31)

vj =
X
k

wjk ; 8j; (C.32)

wjkyjk � wjk � �wjkyjk; 8j; k; (C.33)X
k

yjk = 1; 8j; (C.34)

X
j

vj � plant_cap; (C.35)

X
j

aijvj � ui; 8i; (C.36)

vj ; vjk ; wjk ; ui; �ik � 0; 8i; j; k;

yjk 2 f0; 1g; 8i; j:

Figure C.2: An IP model for the production planning problem.

An OPL Model: The modelling language OPL [162], like MLLP, allows

formulations which mix discrete and continuous constraints. Variable sub-

scripts are supported, but only for discrete variables or constants and not

in continuous linear constraints nor in bounds. There is also a construct

for modelling piecewise linear functions, but this construct is merely syn-

tactic sugar for an LP or MIP structure, resolved at compile time (same

as in AMPL [65]). Furthermore, the piecewise construct does not allow

semi-continuous functions.
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max

�X
j

piecewisefR̂jk ! �vjk ; 0g vj

�
�

�X
i

piecewisefĈik ! �uik; Mg ui

�
s.t. ui2bi � ui �Mbi; 8i; (C.37)X

j

aijvj � ui; 8i; (C.38)

wj;sj
� v0j � �wj;sj ; 8j; (C.39)

vj = v0j ; 8j; (C.40)X
j

vj � plant_cap; (C.41)

vj ; ui � 0; 8i; j;

v0j 2 f0; : : : ;1g; 8j;

sj 2 f1; : : : ; lg; 8j;

bi 2 f0; 1g; 8i:

Figure C.3: An OPL model for the production planning problem.

Nonetheless, the problem can be stated in a fairly compact manner in OPL,

see Fig. C.3. The variable subscripts in the bounds, enforcing the restric-

tions on the scale of the production, are set on integer variables v0j which

are shadow copies of the variables vj in the LP (constraints (C.39)�(C.40)).

Unless speci�ed, OPL applies a default branching strategy, which we assume

varies with the problem, but whether it is in fact so is not documented in

the OPL manual [162]. We tried the following strategy, trying to to some

extent simulate the e�ect of back-propagation of MLLP:
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search {

forall (j in Products)

tryall (k in ProdScales ordered by increasing

abs(simplexValue(v[j])� wl[j; k]))

s[j] = k;

};

However, benchmarking (Sec. C.5.3) showed that the default strategy con-

sistently performed better than what we could achieve with this strategy.

Note that the OPL is data dependant in the same way as the IP model.

Both assume that the piecewise linear functions are continuous and thus

the minimum purchase quantity has to be modelled speci�cally. In the

OPL model it is enforced through an extra constraint (C.37).

C.5.3 Benchmarks

In this section we evaluate the performance of three solvers on these three

models. We used the same data sets for the di�erent models; each number

shown in the tables is the average for a model over 10 randomly generated

data sets. The instances marked by a star are made harder (in addition to

increased size) by forcing the resource usage close to the minimum purchase

quantity. The unmarked and star-marked instances are dense in the sense

a product requires some of all of the resources, i.e., the table indicating

how much of each resource every product needs has no zero entries. The

double star-marked instance has medium density and the triple star-marked

instance is very sparse.

Superscripted digits indicates the number (out of 10 problems) that were

solved to proven optimality within 100000 nodes (if at least one was solved),

'�' indicates that none of the ten instances could be solved. 'Nodes' is the

number of nodes required to prove optimality, and 'Opt' is the node in

which the optimal solution was found, on average. All numbers include the

problems that were not solved to optimality, i.e., the 100000 nodes and the

time1 it took to process them are weighed in.

Table C.1 shows the results obtained with our MLLP solver . We branch on

the piecewise intervals and the production scales simultaneously, selecting

1Sun Ultra 60 Model 2360 (2�360 MHz UltraSPARC-II) running Solaris 2.6.
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Problem MLLP Model Solution

Prod�Res FD-Var Elem Piece Row Col NZ Nodes Opt Time

5� 5 10 10 5 19 41 148 33 14 0.37

10� 5 15 20 5 24 71 263 27 13 0.38

10� 10 20 20 10 34 81 343 55 19 0.77

5� 10� 15 10 10 29 51 203 127 23 1.00

10� 15� 25 20 15 44 91 423 6874 33 50.84

15� 15�� 30 30 15 49 121 420 6044 63 52.46

7� 12��� 19 14 12 35 67 155 50 23 0.83

Table C.1: Benchmark results for the MLLP model.

Problem IP Model CPLEX Default

Prod�Res Row Col Bool RowPP ColPP NZPP Nodes Opt Time

5� 5 104 137 35 82 115 330 120 111 0.08

10� 5 179 227 65 147 195 570 267 259 0.23

10� 10 204 272 70 162 230 710 655 595 0.59

5� 10� 129 182 40 97 150 445 1319 1048 0.85

10� 15� 229 317 75 177 265 850 4484 1303 4.26

15� 15�� 304 407 105 242 345 1093 11316 3649 12.70

7� 12��� 169 236 54 125 193 555 12563 5352 8.10

Table C.2: IP model, default settings.

variables according to back-propagation-failure and values using triple-on-lp

(see Sec. C.4.2 for details).

Table C.2 shows the performance of CPLEX 6.0.1 with default settings on

the IP model. 'Bool.' indicates the number of 0�1 variables in the prob-

lem, 'PP' stands for �after preprocessing�, and 'NZ' indicates the number

of nonzero coe�cients in the LP matrix. CPLEX uses best-bound node

selection by default, i.e., it does not perform a depth �rst search. For sake

of comparison with MLLP and OPL, Tab. C.3 shows benchmarks results

for CPLEX with depth-�rst search and maximum infeasibility variable se-

lection.

It should be noted that we tested a couple of di�erent IP models using the

MIP solvers CPLEX 6.0.1, XPRESS-MP 11.04 and Super LINDO 5.3. We
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Problem CPLEX Comparative

Prod�Res Nodes Opt Time

5� 5 1375 1357 0.72

10 � 5 1778 1717 1.31

10� 10 8987 8929 7.59

5� 10� 38721 38416 19.60

10� 15� � � �

15 � 15�� � � �

7� 12��� 21948 17163 13.69

Table C.3: IP model, depth-�rst search and maximum infeasibility vari-

able selection.

chose to use CPLEX and the IP model above in these benchmarks since

that combination exhibited the consistently best behaviour. It should be

emphasised, however, that unlike the MLLP model, the IP and OPL models

are highly data dependant and in�exible. Both models assume continuous

data and the minimum purchase quantity thus has to be modelled sepa-

rately; if the structure of the data changes then the IP and OPL models

have to be modi�ed but the MLLP model will remain the same. It is possi-

ble to formulate the IP to handle any kind of data using an SOS�3 type of

formulation instead of a mix of SOS�2 and SOS�3 but it had a signi�cantly

worse performance on the data we used.

Table C.4 shows the performance of OPL. The number of rows and columns

is after the piecewise constructs have been expanded to LP and MIP vari-

ables and constraints.

Comments on Computational Results: Our solver performs well compared

to both CPLEX (IP model) and OPL (OPL model). In particular, MLLP

is much faster at �nding the optimal solution. Several other things should

be noted in the tables. First, the LPs solved by MLLP are both smaller and

more compact than the corresponding LPs in the IP model. Nevertheless,

MLLP spends more time per node. This is expected, our code is a research

tool and not tuned for performance; except for the LP code, which uses the

CPLEX callable libraries, the MLLP solver is coded in Java, including the

branch-and-bound search and the propagation. Back-propagation currently

takes a signi�cant portion of the time (50�70% depending on problem), but
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Problem OPL Model Solution

Prod�Res FD-Var Elem Piece Row Col Nodes Time

5� 5 15 10 10 73 227 107749 6.51

10� 5 25 20 15 133 392 731153 101.52

10� 10 30 20 20 193 502 721433 135.63

5� 10� 20 10 15 106 310 214298 21.57

10� 15� 35 20 25 238 597 674404 82.24

15� 15�� 45 30 30 301 765 808882 105.85

7� 12��� 26 14 19 97 363 800232 114.32

Table C.4: OPL model, default settings

we believe this can be remedied in a tuned implementation; the process is

worst-case linear in the number of constraints and can be coded e�ciently.

Solving LPs accounts for 20�40%, including time for communication with

CPLEX.

The OPL model is very similar to the MLLP model at a �rst glance, but the

underlying di�erences contribute to the poor performance of OPL on these

problems. First, the piecewise construct of OPL compiles to an LP model

for the product revenue functions and a MIP model with boolean variables

for the resource costs, which is probably quite similar to our IP model.

OPL provides no back-propagation, and the possible search strategies are

limited by the fact that the boolean variables of the piecewise cost function

are not visible to the user, and can not be used to customise the search

strategy. The default strategy is used, and judging from the fact that OPL

performs slightly better for the instances marked by a star, which have less

resource usage, OPL probably enumerates values for integer variables. A

more adapted search strategy, if possible, would probably improve OPL's

robustness and performance signi�cantly.

C.6 CONCLUSION

Our focus in this paper is on modelling for and solving with a combined

constraint propagation�linear programming solver. We show for a produc-

tion planning problem that we can greatly reduce the LP relaxation size

while retaining its strength, and take advantage of constraint propagation

for inference from branching decisions and discrete constraints. Computa-
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tional testing shows that our approach is competitive with commercial IP

codes.

An important part of a hybrid modelling language are variable subscripts

for the continuous domain, in which discrete variables are used to index

into arrays of continuous constants or variables. We introduce new variants

of the classical element constraint from constraint programming, and show

how general subscripted expressions can be compiled and decomposed to

such constraints for compact models and e�cient problem solving.

We describe a scheme for inference from an LP solution to a discrete con-

straint store, which is an essential tool to avoid excessive branching. This

inference allows the solver (which separates discrete and continuous vari-

ables) to earlier complete a feasible continuous solution to include values

for discrete variables. It also provides the information necessary to make

intelligent branching decisions, much equivalent to how IP uses fractional

values for integer variables in branching strategies.

We also show how a mixed global constraint modelling a piecewise linear

function can reduce the LP size while retaining an equivalent relaxation.

Even more, it is also shown to increase the inferences made both from

the FD store to the LP store (cutting planes) and from LP to FD (back-

propagation of LP solution). Global constraints crossing the boundary be-

tween CLP and IP have great potential, mainly so for the same reasons as

global constraints have shown to be indispensable in pure CLP. They allow

a more compact representation, increase readability, and most importantly,

improve inference. In addition, a �exible global constraint can be more ro-

bust to model and data changes, e.g., our piecewise constraint, which allows

any kind of semi-continuous, concave/convex function as input without any

modi�cation to the model.

Possibly, mixed global constraints will be even more powerful than tradi-

tional global constraints, since a constraint store with (continuous) linear

inequalities (the primitive constraints of LP) is more expressive than the �-

nite indomain constraints (the primitive constraints of FD). The use of LP

as a constraint store have not been fully explored in the CLP community,

especially not as a store for communication between (global) constraints.
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In hybrid solvers for combinatorial optimisation, combining Constraint

(Logic) Programming (CLP) and Mixed Integer Programming (MIP), it is

important to have tight connections between the two domains. We extend

and generalise previous work on automatic linearisations and propagation

of symbolic CLP constraints that cross the boundary between CLP and

MIP. We also present how reduced costs from the linear programming

relaxation can be used for domain reduction on the CLP side. Compu-

tational results comparing our hybrid approach with pure CLP and MIP

on a con�guration problem show signi�cant speed-ups.

D.1 INTRODUCTION

The topic of this paper can be seen as the merger of three lines of research

in the area of hybrid techniques of Constraint (Logic) Programming (CLP)

and Mixed Integer Programming (MIP).
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Firstly, while studying a con�guration problem, we continue along the lines

of Rodo²ek, Wallace and Hajian [147] in providing automatic linearisations

of arithmetic and symbolic CLP constraints. The object of study here are

terms with variable subscripts in continuous constraints, i.e., a structure

which in part is modelled with the element constraint in CLP.

Secondly, we continue a line of research by Focacci, Lodi and Milano [58, 59,

60, 62], who have used the reduced costs of a separate assignment subprob-

lem for propagation in a CLP framework. We generalise this by showing

how reduced-cost based inference can be applied to constraints whose lin-

earisation is a part of a larger linear programming relaxation.

Finally, we show how this �ts nicely into the modelling framework Mixed

Logical/Linear Programming (MLLP) and a hybrid CLP�MIP solver, which

is a part of our previous line of research [98, 99, 123, 127].

This paper is structured as follows. Section D.2 introduces our application,

a class of con�guration problems, with CLP, MIP and hybrid MLLP models.

Sections D.3 and D.4 describe how the variable subscripts are linearised in

MLLP. Section D.5 describes reduced costs and how they can be used for in-

ference using those linearisations. Finally, Section D.6 gives computational

results.

D.2 A CONFIGURATION PROBLEM

Many industrial products come in di�erent con�gurations, aiming to closely

satisfy the needs of individual customers. In one class of such problems there

are components, each one of a set of possible types, and the aim is to �nd a

feasible con�guration with a type and quantity for each component that op-

timises some criteria. Components supply or consume attributes/resources

(such as weight, cost or e�ect), and these resources are constrained or are a

part of the objective. In our problem all quantities are integral and in addi-

tion there are a set of logical side-constraints, the con�guration constraints.

Given is a set of components C, possible component types Ti for component

i, and a set of attributes R. Variable ti is the type of component i, qi is

the quantity of component i and rk is the quantity of attribute/resource

k. The weight/cost per unit of attribute/resource k is denoted by ck, Rk

is the minimum amount of attribute/resource k used/produced and Ak;i;j
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de�nes how many units of attribute/resource k are produced/consumed by

each component i if it is of type j. Let q = (qi)i2C and t = (ti)i2C . Then,

min
X
k2R

ckrk

s.t. rk =
X
i2C

�
qi �Ak;i;ti

�
; 8k 2 R; (D.1)

hl(q; t); 8l 2 L; (D.2)

rk � Rk; 8k 2 R; (D.3)

ti 2 Ti; qi 2 Z+; 8i 2 C:

Note that the resource consumption �lookup� is handled in (D.1) through

a variable subscript on A, i.e., Ak;i;ti where the variable ti is the type of

component i. This term is the core of the problem, and is, as we shall

see, modelled di�erently in CLP and IP. Equation (D.2) states the set of

con�guration constraints, e.g., q1 > 0) q2 = 0 or alldiff(t1; : : : ; tn).

D.2.1 A CLP Model

In CLP the con�guration problem is modelled with variable subscripts

(element constraints) as follows (assuming that Ti = f1; : : : ; nig):

min cr

s.t. rk =
X
i2C

qiaki; 8k 2 R; (D.4)

element(ti; [Aki1; : : : ; Akini ]; aki); 8i 2 C; k 2 R; (D.5)

rk � Rk; 8k 2 R; (D.6)

t1 = 1) t2 2 f1; 2g; (D.7)

q1 > 0) q2 = 0; (D.8)

ti 2 Ti; qi 2 Z+; aki 2 Q; 8i 2 C; k 2 R:

where aki is the consumption of resource k by component i, and the other

variables and constants as before. Constraint (D.7)�(D.8) are two examples

of a logical side-constraints. Note that (D.4) is non-linear and that there

are jCj � jRj element constraints.
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D.2.2 A MIP Model

In a MIP model, the lack of variable subscripts and the linear requirement

means that the component types ti have to be replaced with 0�1 variables

tij , where tij is 1 if component i has type j, 0 otherwise. Similarly, the

quantity of the i-th component, qi, is disaggregated into qij for types j 2 Ti
(constraints (D.11)�(D.12)):

min cr

s.t. rk =
X
i2C

X
j2Ti

qijAkij ; 8k 2 R; (D.9)

X
j2Ti

tij = 1; 8i 2 C; (D.10)

qij �Mtij ; 8i 2 C; j 2 Ti; (D.11)

qi =
X
j2Ti

qij ; 8i 2 C; (D.12)

rk � Rk; 8k 2 R; (D.13)

t21 + t22 � t11; (D.14)

b � q1 �Mb; q2 �M(1� b); (D.15)

tij 2 f0; 1g; qi; qij 2 Z+; b 2 f0; 1g; 8i 2 C; j 2 Ti:

Equations (D.14)�(D.15) in this model formulate the con�guration con-

straints from before.

D.2.3 An MLLP Model

The MLLP model is similar to the CLP model, although the underlying

solution strategy employs LP relaxations in conjunction with the constraint

propagation:

min cr

s.t. rk =
X
i2C

qiAkiti ; 8k 2 R; (D.16)

rk � Rk; 8k 2 R; (D.17)

t1 2 f1g ) t2 2 f1; 2g; (D.18)

b 2 f0g ) q1 = 0; b 2 f1g ) (q1 � 1; q2 = 0); (D.19)

ti 2 Ti; qi 2 Z+; b 2 f0; 1g; 8i 2 C:
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Note that the cost �lookup� is handled through a variable subscript on A,

i.e., by Akiti where the variable ti is the type of component i. The next two

sections describe the linear relaxations used for these variable subscripts,

and how the relaxations link the discrete and continuous parts of the MLLP

model.

D.3 LINEAR RELAXATION OF CY

The term qi � Ak;i;ti is the core of the con�guration problem. We will,

however, begin with a simpler linearisation, of a single subscripted constant

cy. This would be the term which would occur in the MLLP model if it was

limited to unit quantities, i.e., if qi � 1, and is equivalent to the traditional

element constraint in CLP. A subscripted constant, cy, occurring alone in

a term is compiled as in the following example:

2x+ cy � 18;

c 2 f1:0; 4:5; 6:1g;
()

2x+ z � 18;

element(y; [1:0; 4:5; 6:1]; z):

Bounds-consistency on the element constraint involves producing increas-

ingly tighter bounds on z as the domain Dy of y is reduced. A straight-

forward linearisation of this constraint is identical to how this structure is

modelled in MIP, i.e., we introduce decision variables b1; : : : ; bk for Dy =

f1; : : : ; kg, where bi is 1 if y = i and 0 otherwise, and add

0 � bi � 1; 8i; (D.20)

element(y; [c1; : : : ; ck]; z) () b1 + � � �+ bk = 1; (D.21)

z = c1b1 + � � �+ ckbk: (D.22)

to the LP. This linear relaxation is no stronger than bounds-consistency

on the element constraint (actually equivalent to it). Thus there is little

incentive to use this relaxation unless these linear constraints connect in a

bene�cial way to some other linear constraints, or useful information (dual

values, reduced costs, etc.) can be derived and used by including them.

D.4 LINEAR RELAXATION OF CYX

We now turn our attention back to the basic structure (D.1) of the con-

�guration problem. The term cyx is a subscripted constant multiplied by

a continuous variable. In the con�guration problem it denotes the cost of
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buying x units of type y at cost cy each. In MLLP this structure is replaced

by a continuous variable z when the model is compiled and the constraint

element(y; [c1; : : : ; ck]� x; z) is introduced into the problem. For example

2x+ cyx � 18;

c 2 f1:0; 4:5; 6:1g;
()

2x+ z � 18;

element(y; [1:0; 4:5; 6:1]� x; z):

When propagating this variant of the element constraint upon a change of

Dy, the domain of y, cuts of the form

cminx � z and cmaxx � z (D.23)

are updated, where cmin = minfci : i 2 Dyg and cmax = maxfci : i 2 Dyg.

This is compact, but a stronger relaxation of element(y; [c1; : : : ; ck]� x; z)

is achieved by disaggregating x into bins xi, and linking to the correspond-

ing decision variable z:

0 � bi � 1; 8i; (D.24)

b1 + � � �+ bk = 1; (D.25)

x = x1 + � � �+ xk ; (D.26)

z = c1x1 + � � �+ ckxk; (D.27)

xi � 0; 8i; (D.28)

xi �Mbi; 8i: (D.29)

Equations (D.24)�(D.25) are the same as for cy above, but in addition,

x is disaggregated to x1; : : : ; xk, and connected through the big-M con-

straints (D.29) to b1; : : : ; bk. Intuitively, this relaxation is stronger than

bounds-consistency simply because all the coe�cients are weighed into the

LP relaxation. As we shall see, this makes a big di�erence in computational

e�ciency.

This formulation is not the smallest convex hull relaxation possible. The

purpose of the variables b1; : : : ; bk and the big-M constraints (D.29) is only

to ensure that at most one of x1; : : : ; xk is non-zero. This is unnecessary

in our framework since this is implicitly enforced by the connection to y.

As an alternative to this intuitive explanation, consider deriving the convex

hull formulation of this constraint from the general disjunctive formulation

[9]. The disjunction equivalent of element(y, [c1; : : : ; ck]�x, z) is_
i2Dy

�
� z + cix = 0

�
; (D.30)

and the general disjunctive formulation a) applied to (D.30) gives b) since

� = 0, which then simpli�es to c), which are equations (D.26)�(D.27) above.
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Figure D.1: The build-up of the MLLP model

_
aix � �;

m

x =
X
i

xi;

aixi � �bi; 8i;X
i

bi = 1:

(z; x) =
X
i

(zi; xi);

� zi + cixi � 0; 8i;

zi � cixi � 0; 8i;X
i

bi = 1:

z =
X
i

cixi;

x =
X
i

xi:

a) b) c)

Thus, we can dispose of (D.24), (D.25) and (D.29), given that upon domain

reduction i 62 Dy of y, we enforce xi = 0. This is similar to the modelling

and branching with Special Ordered Sets (SOS) of type 1 in MIP.

This tight relaxation, which computational tests (Sec. D.6) show is an in-

valuable tool, links the discrete and continuous parts of the MLLP model

(Sec. D.2.3), The continuous (linear) part includes the resource constraints

(D.16), with qiAkiti linearised as detailed above.
1 Figure D.1 illustrates the

e�ect of this. The quantities are present in both the CLP and LP parts, al-

though in di�erent forms. CLP has qi, whereas the linearisation introduces

the qij variables into the LP. The component types are only present in the

CLP part, because as proven above, they add nothing to the relaxation and

are therefore not included.

1Unify qi with x, ti with y and Akiti
with c, to map between model and linearisation.
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D.5 REDUCED COSTS

Using reduced costs for inference in optimisation methods is standard prac-

tise in OR and is available in several MIP solvers, e.g., CPLEX [102] and

X-PRESS MP [46]. We will only give a brief description of reduced costs

here, for more details see [36, 115]. In a basic solution to the Linear Program

(LP),

min z = cx

s.t. Ax = b; x � 0;

the variables are partitioned into basic and non-basic variables [36], call

them xB and xN , respectively. If we partition the constraint matrix A =

[B N ] and the objective function c = [cB cN ] in the same manner, we can

write the problem above as

min z = cBxB + cNxN

s.t. BxB +NxN = b; (D.31)

xB ; xN � 0:

The solution to equation (D.31) is xB = B�1b � B�1NxN . In a basic

solution, xN will be 0 and therefore xB = B�1b. We note that the value of

the objective function will then be

z = cBxB + cNxN = cB(B
�1b�B�1NxN ) + cNxN

=cBB
�1b+ (cN �B�1N)| {z }

�c

xN = cBB
�1b:

The reduced costs, �c, are de�ned for the non-basic variables xN =

fxi1 ; : : : ; xikg (which are all zero in the basic solution). The reduced cost

�cij then corresponds to the cost per unit increase to the objective func-

tion value if xij would take on a non-zero value. The basic solution is an

optimal basic solution if all the reduced costs are non-negative, indicating

that there is no bene�t in having any of the non-basic variables taking on

non-zero values.

A process called reduced cost �xing [171] uses the reduced costs of relaxed 0�

1 variables in MIP problems, obtained from the optimal linear programming

relaxation solution �x, to potentially �x variables to zero without having to

branch on them. This can be done for a non-basic variable xij if c�x+ �cij >



Appendix D. Linear Relaxations and Reduced-Costs 115

cx�, i.e., if the current objective value plus the reduced cost �cij of the

variable xij exceeds the objective value of the incumbent solution x�, the

best solution found so far in the branch-and-bound search. This generalises

to variables at their lower or upper bound, and to general integer variables.

D.5.1 Reduced-Cost Based Propagation in CLP

Recently, Focacci et. al. [62, 58, 60] have adapted variable �xing to a CLP

framework and used it successfully for the domain pruning of the alldiff

constraint and the path constraint in ILOG Solver. This is done by shadow-

ing these global constraints with a linear formulation of the assignment prob-

lem [171] and solving it to optimality while computing the corresponding

reduced costs. This is done incrementally using the Hungarian algorithm,

but it could also be done with linear programming. In the assignment prob-

lem, the variable xij = 1 corresponds to xi = j in alldiff(x1; : : : ; xk). As

before, if c�x+�cij > cx� for a non-basic variable xij and incumbent solution

x�, then xi 6= j. This rule is used within a standard �x-point propagation

loop and can thus interact and communicate with other constraints. From

a CLP perspective, this is a new way of e�ectively using the objective func-

tion for domain reduction in speci�c global constraints/structures. On the

other hand, from an OR point-of-view, reduced-cost �xing is given added

value through its integration with other inference algorithms.

Note that the assignment problem is completely separate there from the

rest of the model; it is only used in the propagation loop. The assignment

problem is also totally unimodular [115], which means that the optimal

solution to the linear relaxation will always be integral. This will not be the

case for general hybrid CLP�MIP models, but the reduced costs will still

be well-de�ned for non-basic variables.

D.5.2 Reduced-Cost Based Propagation in MLLP

In a hybrid CLP�MIP solver, such as MLLP, where the inference of CLP

is combined with a linear relaxation, we can also use reduced-cost based

propagation, given that our constraints are linearised. The reduced cost

propagation then becomes a part of the regular �xed-point propagation

loop, which all the discrete and mixed constraints of MLLP are a part of.
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Again we start with the simple subscripted constant, cy (Sect. D.3). As-

sume the current optimal LP solution is �x, with reduced costs �c1; : : : ; �ck for

the decision variables b1; : : : ; bk, and x� is the incumbent MLLP solution.

Then the following rule de�nes reduced-cost based domain reduction for the

element constraint (assume minimisation), if linearised by (D.20)�(D.22):

do 8i 2 Dy

if c�x+ �ci � cx� then Dy = Dy � fig

This domain pruning is equivalent to standard constraint propagation, i.e.,

valid in this subproblem and all its extensions (this node and below in the

search tree). As we noted earlier, remember that the linearisation of cy is

no stronger than simple bounds-consistency, but that it allows us to do this

reduced-cost based propagation, which may be bene�cial in some cases.

Returning to our con�guration problem, a similar reduced-cost based prop-

agation rule for the term cyx (Sect. D.4) can be used on the linearisation

of (D.26)�(D.28).

do 8i 2 Dy

if c�x+ �di � cx� then Dy = Dy � fig

do 8i 2 Dy

x � b(cx� � c�x)= �dic

where �d1; : : : ; �dk are the reduced costs for x1; : : : ; xk , respectively. The

last line bounds the quantity variable; the standard variable �xing in MIP,

which is also applicable in MLLP.

D.6 COMPUTATIONAL TESTING

The �rst interesting object of study is to compare how CLP, MIP and MLLP

perform on this problem. Figure D.2 shows average number of nodes and

average time required to solve to proven optimality instances of di�erent

sizes (note the logarithmic scale). The �rst, easily solved, class is a set of

seven instances with real-world data; the following classes have ten instances

each, with data generated to closely resemble the original instances.

For size '16x20' (16 components, 20 types), CPLEX solves 8 of the 10 in-

stances to proven optimality within 100000 nodes, at which point the search
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Figure D.2: MLLP vs. MIP vs. CLP on a con�guration problem
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Figure D.3: The impact of reduced-cost propagation, with RCP vs.

without RCP

is aborted. For size '20x24' it only solves 4 of the 10 instances and for size

'26x30' it only solves 3 of the 10 instances. SICStus Prolog [54] solves 6

instances of size '16x20' to proven optimality within 500s (50 000�100 000

nodes), 7 instances of size '20x24' on and no '26x30' instances. MLLP solves

all instances of all sizes, a magnitude or more faster. It should be empha-

sised that MLLP uses the relaxation of cyx described in Sec. D.4, without

which MLLP performs much worse.

The second method we want to study is the reduced-cost based propagation.

It has been shown to be clearly bene�cial in a CLP context [58, 60, 62], where

it adds optimisation oriented domain reduction, but is it equally e�ective

in a framework like MLLP that is already focusing the search around the

relaxation optimum? Figure D.3 shows the e�ect on the number of nodes

and the time required to solve to proven optimality. The reduction in nodes

is signi�cant, around 10-50% is saved (higher percentage as the problems



Appendix D. Linear Relaxations and Reduced-Costs 118

grow larger), and the overhead is not considerable so the CPU time saved

is almost as much.

D.7 CONCLUSION

In this paper, we presented and compared CLP, MIP and hybrid MLLP

models for a con�guration problem. For the hybrid MLLP model, we showed

how a continuous variant of the element constraint, which is central to

the problem, can be linearised and how the reduced costs from the LP

relaxation can be used for domain pruning. Computational results were

included, comparing di�erent models and techniques on a set of real-world

instances. The results showed that the linear relaxation introduced is an

invaluable tool and that the reduced cost propagation also contributes to an

e�cient solution. The hybrid MLLP approach was shown to out-perform

both pure CLP and MIP, and was able to solve instances larger than the

other two methods could handle.
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E�orts aimed at combining Operations Research and Constraint Program-

ming have become increasingly prominent and successful in the last few

years. It is now widely recognised that integrating inference in the form

of constraint propagation and relaxation in the form of linear program-

ming can yield substantial results. In this paper we argue the bene�ts of

global constraints as a basis for such an integration. We demonstrate the

advantages of modelling with global constraints, explain their operational

bene�ts and illustrate this with a series of case studies.
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E.1 INTRODUCTION

The last decade has seen an increasing success in the combination of the

models and methods of Operations Research (OR) with those of Constraint

Programming (CP). The initial cultural barriers have largely disappeared

and the gains from taking advantage of both inference in the form of con-

straint propagation, and, e.g., continuous relaxations through Linear Pro-

gramming (LP) are now widely acknowledged. Increasingly, techniques from

OR are being applied within CP frameworks, and vice versa. Examples of

the former include several Integer Programming (IP) techniques, such as

linear relaxations [156, 127, 140, 141, 147], Lagrangian relaxations [34, 61],

variable �xing through reduced costs [58, 156], and specialised graph algo-

rithms, such as matching [58] and network �ow algorithms [144].

An important modelling technique from CP used in these approaches are

symbolic or global constraints. De-compositionalmodelling using these high-

level abstractions is largely unrecognised in the OR community where most

models are traditionally only formalised in linear form. One noteworthy

exception is Special Ordered Sets (SOS) [14, 50], present in most commercial

IP solvers, which are essentially specially treated cardinality constraints.

In CP, global constraints serve both declaratively as building blocks of the

problem statement and operationally as software components encapsulating

specialised pruning techniques. In many cases, these techniques or �ltering

algorithms have their origin in results from OR and discrete mathematics.

A typical example is the edge �nding technique for scheduling that origi-

nated in the work of [30, 31] and subsequently has been embedded in global

constraints [11, 32, 117] for modelling limited resource availability. Another

interesting example is the alldifferent constraint [142], which constrains

a set of variables to be assigned di�erent values. The problem of pruning in-

consistent values from the domains of the variables of this constraint can be

recast as the problem of �nding all maximal bipartite matchings in the cor-

responding value graph. A graph theory result of [19] allows this to be done

in a less naïve and more e�cient manner using a �ow algorithm and calcu-

lating strongly connected components. Other global constraints in CP, such

as the global cardinality constraint [145], similarly derive their properties

and base their propagation on graph theory and graph-based algorithms.
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Historically, global constraints enable e�ective pruning on the basis of fea-

sibility reasoning; values are removed from domains if proven infeasible.

In optimisation problems, global constraints can also be used for optimality

reasoning; values are removed from domains if proven sub-optimal [58, 156].

This second kind of �ltering can be achieved by embedding relaxations or

special purpose (optimisation) algorithms in global constraints.

The purpose of this paper is to summarise and illustrate the bene�ts of

global constraints as a basis for a closer integration of CP and IP. To facili-

tate this discussion we begin with a short overview of modelling and solving

in CP and IP. We then argue the bene�ts of hybrid modelling with global

constraints and illustrate this with a series of case studies.

E.2 SOLUTION TECHNIQUES

In CP, search is combined with inference aimed at reducing the amount

of choices needed to explore. This is done through constraint propagation

rules encapsulated within global constraints. In this way a CP model decom-

poses the problem into sub-structures, each of which is handled separately

with specialised algorithms. The e�ect of the propagation of individual

constraints is communicated through the domains of shared variables.

In IP, on the other hand, branching is most commonly interleaved with solv-

ing a global relaxation of the problem, which eliminates the exploration of

nodes for which the relaxation is infeasible or provenly sub-optimal. Besides

giving a lower bound on the solution, the relaxation also provides a point

in space around which the search can be centred. In the case of a good

relaxation this point should be close to the optimal solution of the prob-

lem. This fact is exploited in the traditional IP branch-and-bound search.

A common strategy is to branch on the fractional values that most violate

the integrality requirements, thus e�ectively exploring regions close to the

relaxation optimum. Branching on inconsistencies is preferable when the

relaxation is tight and conforms closely to the original problem, since then

the inconsistencies are few and easy to resolve with enumeration.

E.3 MODELLING TECHNIQUES

In IP, the underlying linear form is historically a natural part of the solu-

tion process. This very restricted form of problem representation has also
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permeated the higher levels of problem formalisation and modelling. IP

uses, e.g., 0�1 variables extensively. The 0�1 variables specify the available

decision choices (often exhaustively) and the associated constraints encode,

in linear form, the decisions that have to be made. The decisions are then

implicitly enforced through the branching on the values of the 0�1 variables.

The lack of high-level modelling constructs in IP for disjunctions and combi-

natorial constraints makes the process of modelling harder and more error-

prone. In addition, and more importantly, much of the problem structure

is lost before the problem reaches the solver algorithms. To do something

more intelligent than basic branch-and-bound the solver has to recover the

structure of the problem, despite the fact that the structure was already

known to the modeller, or assume what the structure of the model was.

Some recent work by Bockmayr and Kasper [24] has addressed this issue by

showing how the idea of global constraints can be carried over from CP to

IP. As an example they introduce global tsp and assign constraints that

exploit various results from polyhedral theory to generate cutting planes for

these structures.

Furthermore, the black-box structure of IP solvers that is common in OR

does not permit �exible, problem-speci�c search strategies to be de�ned.

This is most probably due to the fact that OR grew out of the applied

mathematics community rather than computer science.

In comparison, CP has had more in�uence from computer science and pro-

gramming language design than from mathematics. This has a�ected not

only solution strategies, but also the interface and modelling practises. A

wider range of global constraints are available and the user can de�ne new

ones in various ways. Also, search strategies are both more supported and

exploited in CP.

At the same time as solution technologies of CP and IP merge, so will

modelling practises. Algebraic modelling will become more expressive and

�exible, allowing global constraints and problem-speci�c pre-processing, in-

ference and search.

E.4 GLOBAL CONSTRAINTS

Modelling using high-level, global constraints can have several advantages:
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Figure E.1: The interactions of global constraints

Models More expressive constraints leads to smaller models whose vari-

ables and constraints have a closer mapping to the problem at hand.

This simpli�es the task of modelling and maintenance.

Inference Global constraints capture structure and deliver that structure

intact to the solver. This allows the solver to apply e�ective specialised

inference algorithms.

Relaxations Relaxations can be dynamically updated, allowing a tighter

formulation to be maintained.

Search Information to guide the search can be collected by these con-

straints, allowing more precise guidance.

Visualisation Global constraints can have a visualisation, i.e., the state

of the constraint and the involved variables can be displayed (during

search) in a constraint-speci�c way.

From a solving perspective, the most important feature is that relaxations

and inference can be combined and applied to the same structures. In

particular, this allows constraint propagation and linear programming to

meet, despite the di�erence in the models they traditionally are applied to.

Furthermore, relaxations of overlapping global constraints gives a second

channel for communication, as depicted in Fig. E.1. In CP, constraints com-

municate only through the constraint store, i.e., the domains of the shared

variables (a.k.a. the FD Store). A global relaxation (like LP) adds to this
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Discrete part

FD vars
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Figure E.2: The structure of global constraints

by providing a separate means of interaction. Inference on one constraint

will here strengthen the LP relaxation, which therefore also strengthens the

relaxations of other global constraints since their relaxations are also a part

of the same LP.

E.5 OBJECT ORIENTED MODELLING AND SOLVING

It is interesting to examine the parallels between modelling and solving using

global constraints, and Object Oriented Software Design and Development

(OOSDD). As mentioned in the previous sections, a global constraint cap-

tures a sub-structure in the problem and allows that sub-structure to be

passed around and operated on as a whole. OOSDD builds on a similar

principle, where each class captures speci�c functionality in the program

and has built-in methods to operate on its data.

The methodology of OOSDD can thus be applied to a large degree to the

modelling and solving of combinatorial optimisation problems, as it relates

to breaking the problem structurally into coherent pieces and providing

�ltering algorithms for each one, hence the term Object Oriented Modelling

and Solving (OOMS). The correspondence between the two also provides a

roadmap to how a modeller/solver system can be implemented in software,

both in terms of the interface between global constraints and the rest of

the system (Fig. E.1) and how a mixed global constraint breaks down into

individual parts and how they communicate (Fig. E.2).
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In what follows, we study a series of cases where integration e�orts based

on global constraints have shown the bene�ts of combining relaxations and

constraint propagation. They vary in application areas from production

planning, scheduling, travelling salesman with time-windows, to con�gura-

tion problems.

E.6 PIECEWISE-LINEAR OPTIMISATION

Piecewise-linear functions are well-studied, both in the literature and in in-

dustrial applications. A function is piecewise-linear when its values lie on

linear segments as illustrated in Fig. E.3. Optimising a problem having

constraints y = f(x) where f is piecewise-linear is called piecewise-linear

optimisation. A problem having arbitrary piecewise-linear functions is gen-

erally equivalent to an IP. An equivalent IP formulation can be obtained by

reformulating each constraint y = f(x) into

x = �1b1 + � � �+ �kbk; (E.1)

y = �1f(b1) + � � �+ �kf(bk); (E.2)

�1 + � � �+ �k = 1; (E.3)

�i � 0; i = 1; : : : ; k; (E.4)

SOS�2(�1; : : : ; �k); (E.5)

where bi are the x-coordinates where the slope of the function changes. The

linear constraints in this formulation express that the solution set contains

solutions that are convex combinations of the extreme points of the func-

tions, that is of points (bi; f(bi)) by way of positive �i variables. Thus the

linear constraints (E.1)�(E.4) represent the convex hull of the solution set.

The SOS�2 requirement (E.5) forces the number of �i variables that are

di�erent from zero to be at most two and also adjacent in the set. This

constraint is usually handled with specialised branching in IP solvers, not

with constraint propagation as is the case with cardinality constraints in

CP.

Although the goal of the SOS�2 requirement is to provide structural in-

formation to the IP model, traditional MIP solvers consider all these con-

straints independently. As a consequence, they loose the global structure

of piecewise-linear functions and they do not update the linear formulation

correctly during the search.



Appendix E. The Benefits of Global Constraints 126

1 2 3 4 5

5

4

3

2

1λ

λ

λ

Optimal solution

λ

λ

y

x

Figure E.3: Piecewise-linear function illustrating the SOS�2 formula-

tion.

Recently, Ottosson, Thorsteinsson and Hooker [127] and Refalo [140] have

shown how to really preserve the piecewise structure as a global constraint

that permits maintaining a tight formulation during the search.

In [127] the constraint is given a linear convex hull formulation in the original

space, i.e., the two dimensional space (x; y) given by the two axes, and thus

no new variables need to be introduced (if one discrete indicator variable

is also introduced, then the segments can be semi-continuous). Besides an

improved relaxation, which is dynamically updated and tightened during

the search as a part of the constraint propagation, the global piecewise

constraint can also provide information for better search strategies. The

black dot on the cut in Fig. E.3 denotes the LP-values of x; y in a typical

situation where the LP relaxation has been solved and the minimisation

has identi�ed the optimal solution. A natural branching strategy is now to

focus the search around the indicated segment, e.g, by splitting the domain

of x into two parts, or into three parts, forcing the solution up onto the

piecewise function. This is obvious and easy to calculate for a solver that

treats this structure as a global constraint

In [140] the interaction between constraint propagation and linear formula-

tion is investigated. A tight cooperation scheme is introduced that for each

constraint y = f(x) maintains the convex hull of the formulation, taking

into account the domain reduction performed during the search. To main-

tain this convex hull, cutting planes are added in the two dimensional space
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Figure E.4: Piecewise-linear functions illustrating how constraint prop-

agation on bounds can give a tighter relaxation (dark shaded area).

(x; y). The bene�ts of this approach are illustrated in Fig. E.4: Assume

the bounds of x have been tightened. Then a tighter formulation (shown

in dark) can be constructed by intersecting these new bounds with the so-

lution set of y = f(x). On some problems, cutting plane generation can

outperform standard IP approaches. Note that these cuts are only locally

valid since they depend on domain reductions performed on x and y at a

particular node of the search tree. Consequently, they must be removed

when backtracking, similarly to standard constraint propagation.

E.7 THE MATCHING STRUCTURE

Matching is a very common structure that occurs as a basic building block

of many problems. Caseau and Laburthe [33] �rst exploited this structure

when embedding lower bounds in global constraints. These lower bounds

were derived from solving the Assignment Problem (AP) to optimality by

special purpose algorithms. The AP has a linear formulation that is totally

unimodular, thus its optimal (continuous) solution is integer. The AP can

therefore be solved by linear programming or by specialised incremental

algorithms, e.g., the Busaker and Gowen �ow algorithm or the Hungarian

algorithm, in polynomial time. They also de�ned an approximative regret

function which was used as information for search heuristics.

Focacci, Lodi and Milano [58] have extended the notion of regret with that

of reduced costs by incorporating the AP structure within the alldiff
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and path/cycle constraints. A linear formulation of the assignment prob-

lem [171]:

min cx =
X
i

X
j

cijxij (E.6)

s.t.
X
j

xij = 1; 8i; (E.7)

X
i

xij � 1; 8j; (E.8)

0 � xij � 1; 8i; j; (E.9)

is embedded in the global constraint and solved to optimality while comput-

ing the corresponding reduced costs. The assignment xij = 1 corresponds to

the CP variable instantiation xi = j in alldiff(x1; : : : ; xk). The reduced-

cost propagation rule is that if c�x + �cij > cx� for a non-basic variable xij ,

incumbent solution x�, current solution �x and its reduced costs �c, then

xi 6= j. This rule is used within a standard �x-point propagation loop and

can thus interact and communicate with other constraints.

From a CP perspective, this is a new way of e�ectively using the objective

function for domain reduction in speci�c global constraints/structures. On

the other hand, from an OR point of view, reduced-cost �xing is given added

value through its integration with other inference algorithms. Here the

inference algorithms for the alldiff constraint [142] work in combination

with a relaxation to reduce the search space.

E.8 THE CYCLE STRUCTURE

The assignment structure is also a basic block in the Travelling Salesman

Problem (TSP) and its variants. In graph terminology, the assignment

corresponds to �nding a set of disjoint sub-tours that minimises the sum of

costs of selected arcs. The cycle constraint, or the TSP structure, includes

this and the additional requirement of a single cycle.

The CP model for the TSP and its variants involves a cycle constraint

where the same technique as used for the alldiff constraint can be ex-

ploited. A �rst improvement to pure CP techniques was given by Caseau

and Laburthe in [34], where a propagation scheme for the cycle constraint

was proposed together with branching strategies and bounding methods

that further improved the performances of CP systems. In [58] the use of
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reduced costs has been proven to be even more e�ective. In fact, experi-

mental results show that the information on the lower bound derived from

solving an AP to optimality permits solving small TSPs that are not solvable

without this information. In addition, the use of reduced-cost based prop-

agation leads to a 10�20-fold average reduction in the number of failures,

with respect to using the lower bounds only. For pure TSPs, despite the

performance improvement achieved with reduced-cost based propagation,

the state of the art OR branch-and-cut algorithms are still superior. When

the TSP variants are considered, however, the techniques described above

obtain results which are comparable with state of the art OR approaches [6].

An improvement to this work has been obtained in [61, 141] by adding

a set of subtour elimination cuts [128] to the AP formulation, aimed at

strengthening the linear formulation of the AP. The resulting problem is

again solved to optimality and used for domain pruning based on reduced

costs and improved bounding. As before, the relaxation combines with the

propagation of the cycle constraint [34] within the global constraint.

E.9 VARIABLE SUBSCRIPTS

In CP, the element(y; [c1; : : : ; ck]; z) constraint is ubiquitous in many opti-

misation problems, commonly used to look up a cost associated to a discrete

decision variable. Bounds-consistency on the element constraint involves

producing increasingly smaller domains or tighter bounds on z as the do-

main Dy of y is reduced. A straight-forward linearisation of this constraint

is identical to how this structure, i.e, a disjunction, is modelled in IP. We

introduce decision variables b1; : : : ; bk for Dy = f1; : : : ; kg, where bi is 1 if

y = i and 0 otherwise, and add

element(y; [c1; : : : ; ck]; z)

m

0 � bi � 1; 8i; (E.10)

b1 + � � �+ bk = 1; (E.11)

z = c1b1 + � � �+ ckbk; (E.12)

to the LP. This linear relaxation is no stronger than bounds-consistency on

the element constraint (actually equivalent to it). Thus there is little in-

centive to use this higher-dimensional relaxation unless these new variables
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(b1; : : : ; bk) connect in a bene�cial way to some other linear constraints, or

useful information (dual values, reduced costs, etc.) can be derived and

used by including them.

We believe there are many problems where bounds-consistency techniques

can eliminate the introduction of 0�1 variables, and in e�ect reduce the

LP size. Furthermore, in this case branching on y implicitly performs a

search which is similar to SOS-style branching in IP, without the need for

the modeller to specify this explicitly.

E.10 QUANTIFIED VARIABLE SUBSCRIPTS

A variant of the variable subscripted constants discussed in the previous

section was investigated by Thorsteinsson and Ottosson [156]. Occurring

in a con�guration problem, a type and quantity are to be decided for each

component, which results in a term of the form cyx = z. Here, y indicates

the type of the component, x its quantity and z the resulting cost.

A linear relaxation of element(y; [c1; : : : ; ck] � x; z) is achieved by disag-

gregating x into bins xi, and linking to the corresponding decision variable

z:

0 � bi � 1; 8i; (E.13)

b1 + � � �+ bk = 1; (E.14)

x = x1 + � � �+ xk; (E.15)

z = c1x1 + � � �+ ckxk; (E.16)

xi � 0; 8i; (E.17)

xi �Mbi; 8i: (E.18)

Equations (E.13)�(E.14) are the same as for cy above (the plain element

constraint), but in addition, x is disaggregated to x1; : : : ; xk , and connected

through the big-M constraints (E.18) to b1; : : : ; bk.

This formulation is not the smallest convex hull relaxation possible. The

purpose of the variables b1; : : : ; bk and the big-M constraints (E.18) is only

to ensure that at most one of x1; : : : ; xk is non-zero. This is unnecessary

since this is implicitly enforced by the connection to y. Thus, we can dispose

of (E.13), (E.14) and (E.18), given that upon domain reduction i 62 Dy of y,
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we enforce xi = 0. This is similar to the modelling and branching with SOS�

1 variables in IP, but again, it is implicit within this global constraint. Note

that the resulting relaxation (E.15)�(E.17) is the convex hull formulation of

the disjunction [9] underlying the element constraint.

Computational tests [156] show that this tight relaxation is an invaluable

tool if combined with constraint propagation. Furthermore, reduced-cost

based propagation [156] can be applied to the variables x1; : : : ; xk, achiev-

ing domain reduction on y. A hybrid approach using this relaxation and

reduced-cost based propagation along with regular CP propagation is shown

to out-perform both pure CP and IP, and is able to solve instances larger

than the other two methods alone can handle.

The two variants of the element constraint described in this and the pre-

vious section illustrate three of the bene�ts of global constraints; smaller

relaxations, improved search and improved propagation, e.g., by using the

reduced costs.

E.11 CONCLUSION

Modelling and solving are tightly integrated activities, and it is no surprise

that the di�erent underlying solution technologies of CP and IP have shaped

the modelling traditions into di�erent forms. When the two techniques

now are being merged on the technology level, we also have to re-evaluate

our modelling practises. So far, most e�orts of integration have been done

within the CP community, which also traditionally has had the more �exible

framework.

As part of this, global constraints play a very important role. They pre-

serve structure, allowing improved inference and search to be performed

more e�ectively. We believe this also holds true when adding relaxations,

and this is illustrated on several examples. Not only can OR methods be

incorporated within these constraint abstractions, but in several cases the

relaxations can be made sharper and more e�ective than in IP solvers oper-

ating only on linear formulations. Add to this the combination of constraint

propagation and relaxations that elevate each other, and we have a clear

indication that global constraints are worth further study and application

in hybrid CP�IP contexts.
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We present a Modeler-Optimizer Interface (MOI) for general closed form

Non-Linear Programs (NLP), which can be used to to transfer NLPs in

a clear and simple manner between optimization components in a dis-

tributed environment. We demonstrate how this interface allows �rst or-

der derivative information to be easily calculated on the optimizer's side,

using automatic di�erentiation, hence removing the bottleneck of commu-

nicating derivative information between the modeler and the optimizer.

We also show how this interface directly corresponds to a �le format for

NLPs, the extended MPS format (xMPS). This format directly extends

the standard MPS �le format for linear and mixed integer programs to

include NLPs and permits a standardized way of transferring benchmark

problems. The format spares the modeler the tedious task of calculating

derivative information with minimal extra work required by the optimizer

and thus increases e�ciency. This work was originally done at Maximal

Software in order to connect the MPL modeling language [111] with non-

linear solvers.

F.1 INTRODUCTION

In this paper we present a Modeler-Optimizer Interface (MOI) for general

closed form Non-Linear Programs (NLP), which can be used to to transfer

NLPs in a clear and simple manner between optimization components in a

distributed environment.

Let us start by looking at how most general purpose NLP optimizers work

and what they demand from their environment. Most (if not all) follow this

iterative framework:

Initialize a set of current solutions X .

While the optimal solution has not been found:

Obtain function/derivative values at points stemming from X .

Update X .

Furthermore, many NLP optimizers use higher order derivatives when up-

dating the current solution, in particular second order derivatives.

Hence, general purpose NLP optimizers assume that function values, deriva-

tive values and possibly higher order derivative values can be provided by

an external source at any given point in the domain. As an alternative, only

function values can be provided to the optimizer, in which case it has to

approximate the derivatives numerically.
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Neither of these two options are appealing. The �rst one requires that

functions that evaluate the partial derivatives be explicitely written. This

can be a complex task, prone to errors, time consuming and is usually

intractable for large problems. The second option has built-in numerical

errors which can lead to numerical instability in the optimization process.

More prohibitive, however, is the fact that both options are computationally

expensive. The �rst option requires that the function value and the n partial

derivative values (n being the number of variables) be calculated and passed

separately from the modeler to the optimizer. The second option requires

a constant number of function evaluations for each partial derivative. This

means that O(n) function evaluations would be required to approximate all

the partial derivatives. It is, however, well known that using the techniques

of automatic di�erentiation only O(1) evaluations are needed to calculate

all the necessary values [77]. The interface we propose takes advantage of

that.

Both of the approaches described above also cause much tra�c between the

modeler and the optimizer. They essentially require all optimization compo-

nents to reside on the same computer, or on computers connected by a high

speed network and even then the amount of tra�c may cause congestion

and delays. In many applications, however, we would like the modeler to

reside on a di�erent computer than the optimizer, where the modeler would

typically reside on a user friendly machine and the optimizer on a compu-

tationally powerful machine. Also, we would like to be able to distribute

the optimizer between di�erent computers. Hence, each component of the

optimizer must be able to have all the necessary calculations done locally.

Our interface minimizes tra�c by sending only the necessary information

from the modeler to the optimizer at the start of the optimization process

and then the function evaluation and di�erentiation is performed on the

optimizer's side.

Notice that none of this is a problem if we are only considering Linear Pro-

grams (LP) or Mixed Integer Programs (MIP). Then it is quite simple to

transfer the necessary information around, as the coe�cient tableau (ma-

trix) provides all the details. Using the tableau it is quite simple to calculate

the function value and all derivative values at a given point. This has be-

come the de facto standard way of exchanging information on LPs/MIPs,

both between di�erent optimization components in software and as a �le
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format [46, 100, 101, 102]. We argue that it is also necessary to have

a standardized interface for NLPs between di�erent optimization compo-

nents. The Modeler-Optimizer Interface (MOI) we propose has four main

advantages:

� It provides a clear separation between the modeler and the optimizer

(or di�erent optimization components) with minimal communication.

� It is very simple, both from users' and software developers' perspec-

tives, enabling a short learning curve.

� The interface allows function and derivative information to be easily

calculated (using automatic or implicit di�erentiation), thus sparing

the modeler the tedious task of calculating derivative information with

minimal extra work required by the optimizer.

� As a special instance, it has a direct correspondence to a �le format for

NLPs, the extended MPS format (xMPS) [155]. This format directly

extends the standard MPS �le format for linear and mixed integer

programs to include NLPs and permits a standardized way of trans-

ferring benchmark problems and maintaining testbeds, thus facilitat-

ing communication between researchers in this �eld and comparison

of di�erent NLP optimizers.

F.2 BACKGROUND

F.2.1 Expression trees and stack machines

The underlying data structure of MOI relies heavily on the representation of

closed form functions as expression trees, or equivalently, as stack machines.

There+fore we include a brief introduction below, but detailed discussion

on these topics can be found, e.g., in [3, 108, 150].

For illustration let us consider the following optimization problem:

min sin(x1) + x1x2 + 2x2 (obj)

s.t. x1 + x2 � 4; (g1)

4 ln(x1x2) + x1 � 1: (g2)

(F.1)

We are only going to be concerned with the non-linear part of each expres-

sion, as the linear part can be easily communicated between the modeler
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and optimizer in the form of a matrix, as in the case of LP/MIP. This al-

lows for quicker derivative evaluation of the linear part as the derivatives of

linear functions are trivial to evaluate. The linear part can, however, also

be transported along with the non-linear part.

Looking at the linear part of (F.1) we notice that x1 appears linearly in (g1)

and (g2), and x2 appears linearly in (obj) and (g1). In addition, (obj)

and (g2) have some non-linear elements to them. Rewriting and regrouping

we can thus state (F.1) in the following manner, noting the matrices that

can be sent directly to the optimizer (in square brackets):

min
n

sin(x1) + x1x2

o
+

h
0 2

ih x1

x2

i
s.t.

n 0

4 ln(x1x2)

o
+

h 1 1

1 0

ih x1

x2

i �

�

h 4

1

i

Using expression trees we can describe the non-linear part of (obj) and (g2)

in a simple manner. We �rst convert each (non-linear) expression into post-

�x notation (Polish notation) [3, 108].

In-�x notation Post-�x notation

sin(x1) + x1 � x2 x1 sin x1 x2 �+

4 ln(x1 � x2) x1 x2 � ln 4�

We then construct an expression tree by scanning the post-�x expression

from left to right and

� for every coe�cient/variable, create a leaf node containing the coe�-

cient/variable,

� for every n-ary operator (e.g., elementary arithmetic operators and

logarithmic and trigonometric functions, see App. G for full details),

join the n most previous nodes that do not have a parent yet by an

inner node containing the operator.
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An expression tree is evaluated bottom-up, i.e., in order to evaluate a node

we �rst evaluate its children recursively and then use their values to evaluate

the node itself. This can be accomplished by traversing the tree in a depth-

�rst manner.

The post-�x form also directly corresponds to a stack machine. We can

evaluate a post-�x expression directly as a stack machine by scanning it

from left to right and

� for every coe�cient/variable, push the coe�cient/variable onto the

stack.

� for every n-ary operator, pop n elements o� the stack, apply the op-

erator to them and push the result onto the stack.

We get the following for the non-linear part of (obj):

Input: x1 sin x1 x2 � +

"& "& " & " & " & " &

x2

x1 x1 x1 � x2

Stack: ? x1 sin(x1) sin(x1) sin(x1) sin(x1) sin(x1) + x1 � x2

The input line shows the input element being processed. Below each element

is the stack as it is before processing the element, and below-right is the

stack after processing the element.

As can be seen from this example, evaluating the post-�x expression as a

stack machine is very simple. Also, parsing expressions written in mathe-

matical notation, such as (F.1), separating the linear and non-linear parts
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and transforming the non-linear parts into a post-�x expression is quite

simple and well known [3, 108].

The Modeler-Optimizer Interface (MOI) we propose will be based on an

extended stack machine, where elements are never popped o� the stack, thus

allowing expressions to refer to all intermediate values previously calculated.

F.2.2 Automatic di�erentiation

One of the greatest bene�t of MOI is that it allows for direct application

of automatic di�erentiation to the underlying data structure. By using

automatic di�erentiation it is shown in [77] that by taking care in storing

quantities that are common to the function and the partial derivatives, the

cost of evaluating all the partial derivatives is no more than �ve times the

cost of evaluating the function.

Automatic di�erentiation is an application of the chain rule of calculus.

Each node n in the expression tree, which contains an operator, expresses

the function fn = operator(fc1 ; : : : ; fck), where c1; : : : ; ck are the children

of the node n. The chain rule then implies that following holds for the

partial derivative of fn with respect to xi:

@fn
@xi

=
@fn
@fc1

@fc1
@xi

+ � � �+
@fn
@fck

@fck
@xi

: (F.2)

Note that the evaluation of @fn=@fci is only the evaluation of a derivative

of an operator with respect to its its operands and is a simple expression

dependant only on the value of its operands. For example, if the operator

is addition then fn = +(fc1 ; fc2) = fc1 + fc2 and

@fn
@xi

= 1
@fc1
@xi

+ 1
@fc2
@xi

: (F.3)

If the operator is multiplication then fn = �(fc1 ; fc2) = fc1 � fc2 and

@fn
@xi

= fc2
@fc1
@xi

+ fc1
@fc2
@xi

: (F.4)

Let N be the set of all leaf nodes and let Plj be the set of all edges (np; nc),

from a parent node to a child node, on the the path from the root node to

the leaf node lj 2 N . Let fr denote the function the expression tree repre-
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sents, i.e., the root node. If we expand the partial derivatives using (F.2)

recursively and then multiply out, we get

@fr
@xi

=
X
lj2N

0
@ Y

(np;nc)2Plj

@fnp
@fnc

1
A @flj

@xi
; (F.5)

where the sum is taken over the leaf nodes. For every leaf l in the expression

tree, which contains a variable xj ,

@fl
@xi

=

8<
:1 if i = j;

0 otherwise;
(F.6)

and for every leaf l in the expression tree, which contains a constant,

@fl
@xi

= 0: (F.7)

By (F.6)�(F.7) the term @flj=@xi in (F.5) will always be zero unless the

node lj contains the variable xi and will then be one. One consequence

of this is that the derivative with respect to xi of a subtree that does not

contain xi will be identically zero.

Notice that the parenthesized expressions in each term of the sum (F.5) can

be written @fr=@flj if we de�ne

@fr
@fn

=
Y

(np;nc)2Pn

@fnp
@fnc

;

where Pn is the set of edges from the root node to node n. Thus @fr=@flj
is independent of the variable xi, with respect to which we want to di�er-

entiate. The variables only occur in the leaf nodes so if we know all the

subtree function values we can evaluate all partial derivatives in an incre-

mental fashion by descending the tree from the root using these updating

rules:

� At an operator node, n, we store the partial derivative of that node

with respect to the function, i.e., @fr=@fn.

� At a leaf node, l, containing a variable, xi, we increment the partial

derivative @fr=@xi by @fr=@fl, the derivative of the leaf node with

respect to the function.
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Evaluator

Modeler
Initial and solution values

Function and derivative values

Optimizer

Figure F.1: Current communication setup.

Function and derivative values

Modeler

MOI

Model, initial and solution values
Optimizer Evaluator

Figure F.2: Proposed communication setup using MOI.

Notice that in both of these cases, if p is the parent of the current node n

then
@fr
@fn

=
@fr
@fp

@fp
@fn

;

where @fr=@fp has been previously evaluated and @fp=@fn is a simple ex-

pression that relies only on the values of the children of p, as in the exam-

ples (F.3)�(F.4). See App. G for full details on what operators are supported

and what their derivatives are with respect to their operands.

F.3 MODELER-OPTIMIZER INTERFACE (MOI)

As mentioned in Sec. F.1, non-linear optimizers generally assume that the

modeler stores the model. The optimizer will then ask the modeler for

function values and possibly derivative values at any point in the domain.

This is prohibitive to a more widespread use of non-linear solvers since

it does not provide for a clear separation and a communication interface

between the modeler and the optimizer.

The Modeler-Optimizer Interface (MOI), see Fig. F.2, transports the model

from the modeler to the optimizer, which can then communicate parts of
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the model to a function and derivative evaluator as needed. Note that the

evaluator need not be a part of either the modeler nor the optimizer. As

there generally is a high level of communication between the evaluator and

the optimizer, it is important that a copy of the evaluator reside close to

the optimizer. In particular if the optimizer has distributed components

that each require function and derivative evaluations, it is important a copy

of the evaluator reside close to each of them. In contrast notice that the

modeler generally does not require function and derivative evaluations and

hence the evaluator need not reside close to the modeler.

F.3.1 The MOI callable library format

The Modeler-Optimizer Interface is a speci�c implementation of a stack

machine as a format for transporting the non-linear part of an optimization

problem between di�erent optimization components.

In each line of the stack machine we store an operator and its left and right

operand. The operands can be of four types: A variable, in which case we

store the variable number; a constant, in which case we store the value of the

constant; a previous line, in which case we store its index; or non-existent

if the operand is monomial. A single stack machine (with l lines) for a non-

linear expression can thus be transported using the following seven arrays;

Oper, ArgL, ArgR, IndexL, IndexR, ValueL, ValueR:

Oper A vector of l integers, (Oper1;Oper2; : : : ;Operk). Operi contains the

unique code for the operator in line i (see App. G).

ArgL, ArgR Vectors of l characters, (Arg[LR]1;Arg[LR]2; : : : ;Arg[LR]l).

Contain the argument type: X indicates a variable, C indicates a con-

stant and V indicates a previous line.

IndexL, IndexR Vectors of l integers, (Index[LR]1; Index[LR]2; : : : ;

Index[LR]l). If Arg[LR]i indicates a variable then Index[LR]i con-

tains the variable number and if Arg[LR]i indicates a previous line

then Index[LR]i contains the line number.

ValueL, ValueR Vectors of l �oating point numbers, (Value[LR]1;

Value[LR]2; : : : ;Value[LR]l). If Arg[LR]i indicates a constant then

Value[LR]i is that constant.
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We can then describe the objective function in example (F.1) in the following
way:

Line Oper ArgL ArgR IndexL IndexR ValueL ValueR Expression

1 OpSIN X 1 v1 : sin x1

2 OpMUL X X 1 2 v2 : x1x2

3 OpADD V V 1 2 v3 : v1 + v2

Transporting multiple constraints To transport all the non-linear constraints

as a whole we line up all the stack machines one after the other. To do this

we add the eighth array:

NlBegin A vector of integers of length m + 2, where m is the total num-

ber of constraints (not including the objective function). All lines

from the stack machine corresponding to the objective function are

stored in lines NlBegin0 to NlBegin1 � 1. All lines from the stack

machine corresponding to the ith constraint are stored in NlBegini to

NlBegini+1 � 1. If constraint i does not contain any non-linear ele-

ments then NlBegini and NlBegini+1 should be equal. The last entry

in NlBegin points to the position after the last stack machine.

Example (F.1) is then stored in the MOI data structure in the following
way:

NlBegin Line Operator ArgL ArgR IndexL IndexR ValueL ValueR Expression

0 1 OpSIN X 1 v1 : sin x1

3 2 OpMUL X X 1 2 v2 : x1x2

3 3 OpADD V V 1 2 v3 : v1 + v2

6 1 OpMUL X X 1 2 v1 : x1x2

2 OpLOG V 1 v2 : ln v1

3 OpMUL V C 2 4.0 v3 : 4:0v2

Interface to non-linear solvers Non-linear solvers can now be interfaced in

a similar fashion to LP/MIP solvers, with the addition of an extra func-

tion call where the non-linear part is transported from the modeler to the

optimizer.
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int LoadNonLinear(void* EnvironPtr, int NumVars, int NumCons

int NumStacks, int* NlBegin, int* Oper, char* ArgL,

char* ArgR, int* IndexL, int* IndexR, double* ValueL,

double* ValueR)

Figure F.3: C interface to a non-linear solver.

F.3.2 Automatic derivative algorithm for MOI

In the previous section we saw that we can evaluate the partial derivatives

of a given node in our expression tree if we know the partial derivative of

the node's parent, the value of the node and the value of the node's siblings.

We will now demonstrate how we can evaluate all partial derivatives. The

algorithm described is known as the reverse mode of automatic di�erentia-

tion [116] and calculates all the partial derivatives in two sweeps over the

MOI data structure. First we sweep forward over the MOI data structure

and calculate and store the value of all the nodes (the value of the partial ex-

pression in the expression tree rooted at the given node). This corresponds

to ascending the corresponding expression tree. We then sweep backward

over the MOI data structure to calculate all the partial derivatives, which

corresponds to descending the corresponding expression tree.

We store the value of node ni in NodeValuei and the partial derivative of

node ni with respect to the root, @fr=@fni , in (@V )i. The partial derivative

of fr with respect to xi is stored in (@x)i. The partial derivative of the

operator Oper with respect to its child C, evaluated at VL; VR, is denoted

@Oper=@C(VL; VR). Evaluate(Oper,VL, VR) is the evaluation of Oper with

arguments VL and VR and StackLength is the total number of lines in the

stack machine.



Appendix F. MOI and xMPS 144

Algorithm CalculateAllFirstOrderPartialDerivatives

// First calculate the value of all nodes

For k  1 to StackLength

[VL, VR]  RetrieveChildrenValues(k)

NodeValuek  Evaluate(Operk,VL, VR)

// Then calculate the derivative values

Initialize all (@x)i to 0, and (@V )StackLength to 1

For k  StackLength to 1

[VL, VR]  RetrieveChildrenValues(k)

For C  {L, R}

If ArgCk is X

(@x)IndexCk  (@x)IndexCk + (@V )k � @Operk=@C(VL; VR)

Else If ArgCk is V

(@V )IndexCk  (@V )k � @Operk=@C(VL; VR)

Function [VL, VR]  RetrieveChildrenValues(k)

For C  {L,R}

If ArgCk is C Then VC  ValueCk

Else If ArgCk is X Then VC  xIndexCk
Else VC  NodeValueIndexCk

An Example Looking back at example (F.1), let us evaluate the partial

derivatives of the non-linear part of the objective function at the point

(�=2; 2e=�):

Initialize (@x)i to 0.0 and initialize the derivative value of the root node

with respect to the function, (@V )3 to 1.0.

Forward sweep to evaluate NodeValue. We �nd that NodeValue1 = 1:0,

NodeValue2 = 1:0 and NodeValue3 = 2:0. We note that NodeValue3

is the function value fr.

Backward sweep to evaluate the partial derivatives:

Line 3
Oper ArgL ArgR IndexL IndexR ValueL ValueR NodeValue (@V )

OpADD V V 1 2 2.0 1.0



Appendix F. MOI and xMPS 145

Evaluate the derivative values of lines 1 and 2, (@V )1  1:0� 1:0, (@V )2

 1:0� 1:0.

Line 2
Oper ArgL ArgR IndexL IndexR ValueL ValueR NodeValue (@V )

OpMUL X X 1 2 1.0 1.0

Increment (@x)1 by 1:0� 2e=�, and increment (@x)2 by 1:0� �=2.

Line 1
Oper ArgL ArgR IndexL IndexR ValueL ValueR NodeValue (@V )

OpSIN X 1 1.0 1.0

Increment (@x)1 by 1:0� cos(�=2).

We then have @fr=@x1 = 2e=� + cos(�=2) = 2e=� and @fr=@x2 = �=2 at

the speci�ed point (�=2; 2e=�).

F.4 THE EXTENDED MPS (xMPS) FILE FORMAT

As mentioned in Sec. F.1, the main criteria for a �le format for non-linear

programs is that it (a) be simple to use, (b) be compatible with some popular

format used for linear programs, (c) extend in a simple way to memory rep-

resentation, and (d) allow for automatic (analytical) di�erentiation. This

would ensure, e.g., that (a) benchmarks problems could be easily trans-

ferred between systems, (b) existing LP/MIP readers would only have to be

slightly modi�ed to read the new NLP format, (c) problems could be trans-

ferred in an e�cient manner from the modeler to the optimizer, and (d)

optimizers could easily be provided with exact derivatives at every point in

the solution space without the derivative functions being explicitly included

in the model.

The MPS �le format is a widely accepted standard for expressing LP/MIP

problems, recognized by many LP/MIP solvers and modeling languages. In

this section we are going to describe a special instance of MOI, a �le format

for non-linear programs, called xMPS, which extends MPS. More informa-

tion on MPS can be found in [101] and how di�erent software packages

implement MPS in [46, 100, 102]. We describe below only our additions

to MPS, a full description of xMPS is given in xMPS, the Extended MPS

Format for Non-Linear Programs [155].
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F.4.1 The xMPS �le format

The MOI interface is implemented in the the xMPS �le format by adding

two new indicator records to the relaxed MPS format [155]:

NONLINEAR indicator record. The corresponding data records contain

the non-linear part of a constraint. A complete constraint is the sum of

the linear part speci�ed by the COLUMNS section and the non-linear

part speci�ed by this section. This indicator record should appear

directly after the COLUMNS section.

INITIAL indicator record. The corresponding data records are the ini-

tial (non-zero) values for each variable. This indicator record should

appear directly after the BOUNDS section.

We describe the data records in more detail below.

NONLINEAR. The non-linear part of each constraint is represented by
a list of lines where each line is of the type:

Field 1 Field 2 Field 3 Field 4 Field 5 Field 6

Constraint name Line name Operator Argument 1 Argument 2

For each constraint the lines form a stack machine which expresses the

non-linear part in the same manner as in the MOI interface. The lines for

a particular constraint should appear contiguously, i.e., the NONLINEAR

section is divided into blocks based on the constraint names. The line

names within each block should be distinct and di�erent from the variable

and constraint names. The last line name in each block should be RES,

indicating the end, and therefore the result, of the expression.

The operator is in the set of known keywords for operators, see App. G or

www.maximal-usa.com/xmps for an updated version.

The arguments are either constants, variable names drawn from the COL-

UMN section or line names of lines above the current line in the current

block.

Variables that are only referred to in nonlinear equations (i.e., do not oc-

cur linearly in any constraint) still need to be declared in the COLUMNS

section.
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INITIAL. Data records in the INITIAL section specify the values of the
initial solution values. The data records have the following form:

Field 1 Field 2 Field 3 Field 4 Field 5 Field 6

Init. name 1st var. name 1st var. value 2nd var. name 2nd var. value

where �elds 5 and 6 are optional. If they are used, they contain another

variable/value pair, as in �elds 3 and 4, respectively. Init. name is the name

of the initialization vector.

An example To illustrate the xMPS format let us consider example (F.1)

from section F.2.1 again, starting the optimization at x0 = (x1; x2) = (1; 1).

Examining (F.1) we notice that x1 appears linearly in (g1) and (g2), and

x2 appears linearly in (obj) and (g1). In addition, (obj) and (g2) have some

non-linear elements to them. This problem would be represented in xMPS

as follows:
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NAME demo.xmps

OBJSENSE

MIN

ROWS

N obj

L g1

G g2

COLUMNS

x1 g1 1 g2 1

x2 obj 2 g1 1

NONLINEAR

obj v1 SIN x1

obj v2 MULT x1 x2

obj RES ADD v1 v2

g2 v1 MULT x1 x2

g2 v2 LOG v1

g2 RES MULT 4 v2

RHS

rhs g1 4 g2 1

INITIAL

init x1 1 x2 1

ENDATA

The ROWS section starts by declaring the constraints, (obj), (g1) and (g2)

and stating their sense. The COLUMNS section then declares the variables

x1 and x2 and the linear part of each constraint. We note, e.g., that ac-

cording to this description the linear part of constraint (obj), the objective

function, is 2x2.

The NONLINEAR section then describes the non-linear part of each con-

straint. For example, the description of (obj) would be parsed in the fol-

lowing manner: We would �rst take sin(x1) and label it v1. We then take

x1 � x2 and label it v2. According to the last line in the (obj) subsection,

the result should be v1 + v2, which is sin(x1) + x1x2.

As mentioned before, each constraint of the problem is then the sum of the

linear and non-linear parts. Therefore, constraint (obj) is sin(x1) + x1x2 +

2x2.
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F.5 RELATED WORK

F.5.1 Automatic di�erentiation

The automatic di�erentiation algorithm presented in Sec. F.3.2 is an ex-

ample of reverse mode automatic di�erentiation. Extensive research has

been done on automatic di�erentiation (see, e.g., [77]), both in trying to

take advantage of repetitive structures and also in evaluating derivatives of

more complex functions than the closed form functions that we have limited

ourselves to. Advanced optimization packages may be able to bene�t from

this research.

The example we gave of an automatic di�erentiation is intended as a simple

example of how automatic di�erentiation can be used in conjunction with

optimization. This is with a minimal implementation e�ort and can in fact

be implemented in less than 100 lines of code. Even so, this derivative

evaluation method is order of number of variables faster than evaluating

derivatives using the �nite di�erence methods that are currently employed

in many optimization packages.

We believe that this method has several bene�ts over having the modeler

link automatic di�erentiation packages to his code. As the automatic dif-

ferentiation code is directly linked with the solver we can ensure that the

communication cost between the derivative evaluation code and the solver is

minimized. We also believe that the e�ort on part of the modeler of writing

the model in the MOI format is considerably less than making the function

evaluation routines amenable to some of the common automatic derivative

codes such as ADIC [23] and ADOL-C [76].

F.5.2 Explicit di�erentiation

The MOI data structure, whether in �le format or memory representation,

can be easily converted into expression trees. Expression trees that con-

tain the derivatives can be explicitly constructed from them. This method

for calculating derivatives is called explicit di�erentiation and is an alter-

nate to the proposed method of automatic di�erentiation. Deriving e�cient

algorithms for explicit di�erentiation may be a worthwhile line of research.
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F.5.3 Interfaces to modeling languages

The MOI format was originally implemented as an interface between the

MPL modeling language and non-linear solvers. Some other commonly

used modeling languages such as AMPL [70] and GAMS [67] also have

interfaces to non-linear programming solvers. These implementations have

some excellent features. For instance, AMPL appears to do a good work

of trying to extract features that are important for e�cient evaluation of

derivatives. Their main drawbacks are however:

� The communication language is proprietary. We note that the adop-

tion of the MOI interface is not dependant on the adoption of any

speci�c modeling language, such as MPL, AMPL or GAMS.

� Some of the communications is done via �le systems, which is slower

than through memory.

� A clear separation between the modeler and the optimizer is not pro-

vided as the modeler is responsible for evaluating derivatives, provid-

ing for bottlenecks in communications. The optimizer also relies on

the modeling language for implementing e�cient algorithms to exploit

the optimizers structures. This division of labor is generally unrea-

sonable.

� The optimizer cannot �see� the model and does not have a clear way of

extracting attributes from it that can enable it to reduce the model.

An example of this would be if the optimizer would like to branch

on integer variables. These branchings may signi�cantly reduce the

model and the optimizer will want to exploit that fact.

F.5.4 Lancelot SIF format

The Lancelot SIF format [37] is a �le format for transporting non-linear

programs. It is, however, not in widespread use. We believe this is mainly

because the format is too complicated and tries too heavily to exploit some

speci�c problem structures. We believe that such structure exploitation

should be passed independently of the problem itself.
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F.6 CONCLUSION

We have described a general interface (MOI) for NLP solvers that provides a

separation between the modeler and the solver. It directly extends common

interfaces to LP solvers and allows the solver to take advantage of automatic

di�erentiation techniques.

MOI also gives the optimizer a complete description of the model as a se-

ries of expressions. This allows the optimizer to have a global viewpoint

of the model instead of the traditional local viewpoint of only being able

to calculate function and derivative values at any given point. This global

viewpoint is essential if the optimizer wants to automatically detect how

to best distribute the model between optimization components. Further-

more it gives rise to new and interesting research directions in non-linear

programming such as operator and expression speci�c optimization.

As a particular application we have provided an extension (xMPS) for non-

linear programming to the widely used linear and mixed integer program-

ming �le format MPS.

Both MOI and xMPS have been implemented for the commercial modeling

system MPL, which is available from Maximal Software at www.maximal-

usa.com, using the NLP solvers CONOPT [5] and GRG2/LSGRG2 [119].

F.7 ACKNOWLEDGMENTS

The authors would like to thank Arne Drud for providing the initial draft

of the non-linear �le format, and Jochen Könemann for making valuable

comments when proofreading this paper.



Appendix G

Non-linear operators�

Operator (O) Tag Keyword Constant @O=@L @O=@R

OpNONE NONE 0

L + R OpADD ADD 1 1 1

L � R OpSUB SUB 2 1 �1

L � R OpMUL MULT 3 R L

L=R OpDIV DIV 4 1=R �L=R2

�L OpNEG NEG 5 �1

L + R OpSUM SUM 6 1 1

L2 OpSQR SQR 7 2L

LR OpPOW POW 8 LR�1 lnL� LRp
L OpSQRT SQRT 9 1=(2

p
L)

L%R OpMOD MOD 10

eL OpEXP EXP 11 eL

lnL OpLOG LOG 12 1=L

log L OpLOG10 LOG10 13 1=(L ln 10)

sinL OpSIN SIN 14 cosL

cosL OpCOS COS 15 � sinL

tanL OpTAN TAN 16 1=cos2 L

arcsinL OpASIN ASIN 17 1=(

q
1 � L2)

arccos L OpACOS ACOS 18 �1=(

q
1 � L2)

arctan L OpATAN ATAN 19 1=(1 + L2)

arctan (L=R) OpATAN2 ATAN2 20 1=(R(1 + (L=R)2)) �R=(L2 + R2)

sinhL OpSINH SINH 21 coshL

coshL OpCOSH COSH 22 sinhL

tanhL OpTANH TANH 23 1=(cosh2 L)

arcsinhL OpASINH ASINH 24 1=

q
1 + L2

arccoshL OpACOSH ACOSH 25 �1=

q
1 + L2

arctanhL OpATANH ATANH 26 1=(1 � L2)

signL OpSIGN SIGN 27

j L j OpABS ABS 28

dLe OpCEIL CEIL 29

bLc OpFLOOR FLOOR 30

roundL OpROUND ROUND 31

truncL OpTRUNC TRUNC 32

Table G.1: Non-linear operators.

�Please visit www.maximal-usa.com/xmps for a current version of supported operators.

Suggestions for additional operators should be submitted to xmps@maximal-usa.com.
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